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Executive Summary 

The realities of the pandemic have exposed how important it is to have a reliable, agile 
data platform in the cloud covering data warehousing and analytics -- which is crucial 
for capturing real-time data from more sources, quickly analyzing data, and guiding 
decisions and action based on machine learning. Demand for analytics at all 
companies will only increase in the coming years, and much of this is unexposed cost. 
In this paper, we highlight the full costs when comparing technology stack adaptations 
for modern use cases. 

We have learned that the data platform or technology stack selected matters to cost. 
Many elements of a platform are necessary to successfully deploy these modern use 
cases such as customer churn analysis. Analytics such as Data Ingestion / Streaming, 
Data Engineering, Data Warehouses, Machine Learning, Operational databases, Data 
Security, Data Governance, Workload Management, and others are all used in these 
modern, complex use cases.  

 

In this paper, we have selected four use cases as examples of a broad range of 
modern use cases that need a platform. The four use cases are i) Customer 360: 
Customer Churn, ii) IoT / Streaming Analytics: Predictive Maintenance, iii) Fraud 
Detection, and iv) Full Value Chain / Supply Chain Optimization for Real Time 
Optimization. The first part will introduce those use cases and the elements to be used 
in costing the use cases. This is expanded on in the Appendix. The second part will 
cover some popular cloud data technology stacks that enterprises use in addressing 
these modern use cases. The approaches are multi-vendor, multi-cloud (single vendor), 
and single-cloud.  Finally, we will apply approximate costs to the stacks for the use 
cases and share some observations in doing this across small, medium and large 
implementations of the use cases across the three types of stacks.  

 
Conclusion 

Across the different use cases, the multi-vendor approach to these use cases is always 
the most expensive. The reason is that you must deal with the varying cost 
complexities of each vendor, which are priced as individual platforms, rather than a 
holistic multi-cloud platform. A holistic multi-cloud platform can offer significant 
savings by including, say data movement and data catalog functions, basically for free 

We have learned that the platform or technology stack 
selected matters to cost.  “ ” 
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or at cost. The multi-vendor approach requires you to select and pay for those features 
through yet another vendor.  

 

In the majority of use case scenarios, a multi-cloud platform approach is the least 
expensive option, followed by a single-cloud approach with the multi-vendor approach 
the most expensive. The single-cloud approach was never the least expensive, but 
would mostly be considered competitive across the board. 

 “ ” 

A holistic platform can offer significant saving by including, say 
data movement and data catalog functions, basically for free or at 
cost. 
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Use Case Introductions 

Once the excitement of the possibilities of new capabilities is absorbed into an 
organization, inevitably the focus turns to cost. More often than not, the cost of the 
build and how risk might escalate that cost become the major determinant of the level 
that the project will proceed, if at all. 

Cost figures arise in organizations in various ways but ultimately a dollar figure, or a 
range, can become the comparison for the benefits of a use case. Or the project may 
just be deemed the right thing strategically to do. Regardless, every stakeholder would 
want to minimize the cost of a build. 

No two enterprise application builds are ever the same in scope. Customer Churn, for 
example, is a variable exercise across enterprises due to the vastly different amounts 
of customers that the churn is being applied to and the degree to which the churn is 
identified. The quality of the churn identification is going to be different. The granularity 
of the identification, in terms of likelihood to churn, will be different. The list of resultant 
actions to take, and at what likelihoods, will be different. Scope matters. However, we 
have seen patterns to Customer Churn, as well as for all of the sample use cases, we 
will be using in this paper. We will be helping you identify your project size so you can 
identify your anticipated project cost. 

Customer 360: Customer Churn 
In many industries, to achieve top-line growth, it is imperative that companies get the 
most out of existing customer relationships. Customer Churn use cases are about 
generating high levels of profitable customer satisfaction through the use of knowledge 
generated from corporate and external data to help drive a more positive Customer 
Experience (CX). Today’s customers are more engaged and have more options 
available to them. The result is a higher customer expectation of a company’s 
performance and responsiveness to their inquiries and needs. Many of today’s data 
environments are not ready for an effective Customer 360: Customer Churn initiative at 
scale. 

IoT/streaming Analytics: Predictive Maintenance 
Many organizations are turning to predictive analytics to increase their bottom line and 
efficiency and therefore competitive advantage. It can make the difference between 
business success or failure. 

Predictive analytics is no longer just for data scientists. If done well, many knowledge 
workers can utilize predictive analytics. Predictive models use known results to 
develop (or train) a model that can be used to predict outcomes. Models provide 
results in the form of predictions for a target variable associated with a probability.  
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Fraud Detection 
Fraudulent Activity Detection is exponentially more effective when risk actions are 
taken immediately (i.e., stop the fraudulent transaction), instead of after the fact. When 
dealing with vast networks of digital data, query performance is the key factor for 
success. Although risk conditions will be probed for in historical data as well, the data 
warehouse must be real time. Waiting on overnight batch systems is inadequate. Fast 
digestion of a wide network of risk exposures across the network is required in order to 
minimize adverse outcomes.  

Full Value Chain/Supply Chain Optimization for Real-Time 
Optimization  
Supply chain leaders are under constant pressure to reduce overall Supply Chain 
Management (SCM) costs while maintaining a flexible and diverse supplier ecosystem. 
Optimizing cost and expectations to manage multi-channel demand, real-time 
forecasts and inventory tracking is critical to prevent gaps or breaks in the supply chain 
that would disrupt downstream processes and operations. They will leverage IoT, 
sensors, cameras and blockchain. Major investments in advanced analytics, 
warehouse re/location and automation both in distribution centers and stores will be 
essential for survival. 
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Costing Your Use Case 

Calculating the financial return on investment in projects is something that happens 
formally or informally for most enterprise programs. It is also occurring with much more 
frequency than ever. Sometimes, well-meaning programs will use ROI calculations to 
justify a program but the measurement of the actual ROI on the flip-side can be a 
daunting experience, especially if the justification ROI was entered into lightly. 

The difficulty arises because projects seldom provide a first-order (i.e., easy to 
calculate) ROI.  Most do not simply sell subscriptions to customers, which generates 
the income to offset the expenses involved in the build activities (hardware, software, 
people). Instead, they usually trigger a decision that enables an activity that triggers 
another activity that eventually leads to a sale or an expense reduction.    

This level of indirection makes it difficult for any company to absorb the impact of its 
measurements. As you can see, platform ROI is really a misnomer.  It’s about the 
business activities that happen to use the platform. And, rightfully, all the benefits and 
expenses, including business-side, associated with those activities belong in the one 
ROI. It requires an intense full life-cycle (i.e., multi-year) focus with a highly contingent 
articulation of the ROI to be reasonably effective at this. 

Furthermore, the world does not sit still while a project is isolated to measure its 
impact.  Global, national and local economies will go through a number of changes. 
The full-life cycle approach to ROI generates a high number of assumptions and 
ramifications. 

Perils of ROI measurement aside, enterprises doing our sample use cases of Customer 
360: Customer Churn, Streaming Analytics: Predictive Maintenance, Fraud detection 
and Full value Chain/Supply Chain Optimization for Real-Time Optimization should be 
attaining high ROI, whether measured or not. Keep in mind, these are use cases that all 
enterprises are doing one way or another. However, if they are not being done to a 
modern standard, using machine learning as described herein, there are huge 
inefficiencies and competitive gaps in the functionality. Therefore, many enterprises are 
considering leveling up around these use cases now, and reaping the benefits. 

This paper will focus on the platform costs of these projects, including the ever-
important development costs. If you are doing a full ROI for these projects, you would 
need to consider cost of money, a probability distribution, the n-ordered benefits and 
determining and using only what is tangible. 

When projects are done in an agile fashion with functionality metered out, as we 
suggest, it can be difficult to say when initial project costs end and costs go into 
maintenance. We will use the usual enterprise standard and draw the line between 
initial costs and maintenance around the point where most of the functionality is 
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delivered. In this context, it is very important to consider both the accumulated costs to 
this point as well as the “maintenance” costs for bug fixes, enhancements and updates 
on an ongoing basis afterwards. You may consider whatever duration you like for the 
quarterly maintenance costs that will be shown, but they will exist.  

 

Costs will fall into these categories: 

Infrastructure – Infrastructure is the cloud hardware required to run the platform. In 
most scenarios this is a separate cost through one of the major cloud providers 
(Amazon Web Services, Azure, Google Cloud, and so on). In our calculations, we use 
the most appropriate AWS specifications (cloud storage, instance types and sizes) for 
each project and its size (small, medium, or large).  

Software – Software is the cost of running the platform from the vendor. This will 
include Data Ingestion / Streaming, Data Engineering, Data Warehouse, Machine 
Learning, Operational DB, Data Security, Data Governance and Workload 
Management. In most cases, we use the on-demand hourly rates for software. 
However, some vendors only price their offering monthly, yearly, or with traditional 
perpetual-use licensing. For our purposes of pricing best-in-breed cloud offerings, we 
steered away from products that only offer conventional licensing and would require 
interaction with sales organizations to determine actual prices—which are oftentimes 
under non-disclosure agreements or subject to negotiations with the vendor. 

Note that in some scenarios, infrastructure and software costs are bundled together. 
For example, Snowflake Computing charges an hourly rate for usage of its platform 
and a monthly rate for storing data in its proprietary format. This includes both the 
software and the underlying infrastructure running the software. You do not get a 
separate bill from the cloud provider, unless you also use their services outside of 
Snowflake, like storing data externally in S3, for example. 

Consulting – Consulting models vary widely, but the vast majority of these projects 
utilize consulting to a high degree for the initial implementation. In our calculations, we 
are only calculating consulting costs as a time-boxed expense depending on the type 
of project or its size. For example, a Customer Churn implementation at a small 
organization may only require 9 months of consulting, but the Infrastructure, Software, 
and FTE costs will go on for the life of the project. 

FTE – Employees contribute to the initial implementation and largely to the 
maintenance of these projects. 
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Technology Stacks 

Addressing the real-world use cases generally requires the application of multiple 
functions working together on the same data. Building the data ecosystem to support 
this converged data use case can be a daunting task. There are many solutions and 
alternatives, and too many vendor claims. Building the entire cloud technology stack to 
address enterprise-wide data challenges and needs can be achieved one of three 
ways: build the stack within the same cloud vendor’s umbrella of products, stitch 
together various vendor product offerings, or utilize a single vendor multi-purpose 
platform. Below we describe and compare these three approaches and their 
technology stacks as they apply to these modern use cases. 

Single Cloud Approach 
An approach to architecting an end-to-end, multi-use data ecosystem is to select a 
single cloud vendor and combine their offerings for each category. This method 
certainly has advantages, but it also has disadvantages. Given how each cloud 
vendor’s tool offerings have evolved over time, there sometimes exists some odd 
incongruencies and lack of compatibility. One example is Azure Data Catalog is not yet 
compatible with Azure Data Lake Storage Generation 2. Similar mismatches occur 
within AWS where its multitude of offerings were developed independently. Also, 
security is often handled from peer-to-peer and application-to-application, rather than 
overarching from above. However, both Azure and AWS have worked to fill those gaps, 
and they certainly have come a long way in the past five years. 

Single Cloud Approach - Azure 

Building a cohesive, converged data ecosystem across the enterprise with the Azure 
family of products seems on the surface relatively straightforward, but there are a few 
gotchas as alluded to above.  

Beginning with data engineering, Azure HDInsight is Microsoft’s managed Hadoop, 
Spark, and Kafka offering based on the original Hortonworks Data Platform. With 
HDInsight, you can choose between Azure Blob Storage, Azure Data Lake Storage 
(ADLS) Gen1, and ADLS Gen 2. ADLS Gen2 is recommended, because it offers 
features like improved performance and hierarchical namespaces, but it is not always 
with all other Azure applications. For example, even though Azure Synapse (their data 
warehouse offering described next) can run ad hoc queries against data in ADLS, it is 
recommended to move the data using Polybase or Azure Data Factory. This creates 
ETL or Bulk Copy work that must be developed, and data gets batch loaded after the 
fact, rather than the data warehouse(s) and Hadoop/Spark clusters utilizing the same 
underlying data set. 
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As aforementioned, Azure Synapse Analytics (formerly known as Azure SQL Data 
Warehouse) is Microsoft’s data warehouse offering. Synapse was created as the 
marriage of SQL Data Warehouse and Spark to span workloads from conventional 
analytics to big data. Synapse can be easily scaled and paused/resumed from the 
Azure portal, but they are not yet done automatically. 

Azure Machine Learning is heavily slanted towards what they call “MLOps” or making 
the operational tasks of machine learning and data science more streamlined and 
efficient. This is another Azure offering that has come a long way in recent years. 
However, this is another example of where a single cloud vendor’s offering is not fully 
knitted together yet. While Azure Machine Learning can import data from a variety of 
sources, it is not yet compatible with the newer Blob Storage hot/cold access tiers. 
Even Azure HDInsight or SQL Servers are treated like “external” data sources, where 
security and credentials like username and passwords must be used as if it were two 
completely separate vendor products. 

Azure Data Catalog also has some of these “shared data” pitfalls as well.  We already 
mentioned the incompatibility with Azure Data Lake Storage Gen2, the recommended 
backend storage for HDInsight. On the upside, Azure Data Catalog does a good job 
crawling external databases and applications, like Oracle or Salesforce. 

With a lack of data access in-place cohesiveness, you will need to move data around a 
bit within Azure to make all these pieces work together. To achieve this, Microsoft 
seems fully invested in Azure Data Factory (ADF) as the data integration method of the 
future (not SSIS). ADF started as a bulk copy tool, but has since evolved with code-free 
data transformation and a data wrangling pipeline (which uses PowerQuery 
statements) to make it a more robust ETL and ELT solution. It still has some gaps to fill. 
For example, you cannot use an Azure Virtual Machine running SQL Server as a sink in 
a data transformation flow, only as a bulk copy destination. Minor annoyances like this 
aside, ADF has a lot of potential.  

Azure lacks an overarching workload management offering. Each individual 
component, like Synapse and HDInsight, offer their own, but the all-in-one view is 
missing. The Azure Portal serves as a single console to deploy resources and has 
improved considerably with managed resource deployments. Security with Azure 
remains a smattering of Azure Active Directory, access tokens, identity management, 
and other methods that vary from tool to tool. There is an apparent lack of consistent 
data access security. While HDInsight implements security through ESP (Enterprise 
Security Package), Synapse Analytics uses a different security mechanism for 
column/row-level filtering, data masking, and other capabilities. 

 “ ” 

Azure Machine Learning is heavily slanted towards what they call 
“MLOps” or making the operational tasks of machine learning and 
data science more streamlined and efficient.  
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Single Cloud Approach - AWS 

Building a fully-fledged analytical data ecosystem completely with Amazon Web 
Services products would also seem simple, but like Azure, there are intra-product 
subtleties not apparent on the surface. 

AWS's implementation of popular big data frameworks is Amazon Elastic Map Reduce, 
or EMR, a fully managed system designed to get an implementation off the ground with 
little administrative overhead. EMR packages many of the usual Apache suspects—
Hadoop, Hive, HBase, Spark, ZooKeeper, et cetera. Kafka is missing, but this is likely 
because Amazon would prefer customers leverage their own streaming data engine, 
Kinesis. Another challenge to EMR, like HDInsight, is backend storage compatibility. 
EMR uses AWS Elastic Band Storage, essentially disk-based storage, as opposed to 
S3. In fact, according to Amazon: 

You can't configure Amazon EMR to use S3 instead of HDFS for the Hadoop 
storage layer. HDFS and the EMR File System (EMRFS), which uses Amazon S3, 
are both compatible with Amazon EMR, but they are not interchangeable. HDFS 
is an implementation of the Hadoop FileSystem API, which models POSIX file 
system behavior. EMRFS is an object store, not a file system.1 

Redshift, Amazon’s data warehouse option, has undergone some major improvements 
in recent releases. As the first cloud managed data warehouse released in 2014, it has 
been a synonym for cloud data warehouses. After several years of stale development, 
competition caught up to Redshift, but at the end of 2019, Amazon released RA3 
nodes which are built on the AWS Nitro System and feature high bandwidth networking 
and performance, reportedly indistinguishable from bare metal. RA3 nodes use very 
large, high performance SSDs as local caches. Redshift can leverage S3 as storage 
using Redshift Spectrum which allows Redshift to query files on S3 defined as external 
tables in a federated fashion.  

For data science and machine learning, Amazon offers SageMaker as another fully 
managed service which leverages Jupyter notebooks for building models. SageMaker 
has good interoperability with other Amazon data, because you can access data in 

 
1 https://aws.amazon.com/premiumsupport/knowledge-center/configure-emr-s3-hadoop-storage/ 

 “ ” 

After several years of stale development, competition caught 
up to Redshift, but at the end of 2019, Amazon released RA3 
nodes which are built on the AWS Nitro System and feature 
high bandwidth networking and performance, reportedly 
indistinguishable from bare metal.  
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other services like S3, Redshift, and EMR from SageMaker notebooks, and then re-
upload prepared and transformed datasets back up to S3. 

Amazon offers a data catalog as part of their ETL tool, AWS Glue. The AWS Glue Data 
Catalog can be leveraged by other services like Redshift Spectrum and as a metastore 
for Spark in EMR. This works well, if and only if, you choose to use Glue for your ETL 
solution. This comes into play for use cases when you need heterogeneous jobs to run 
on engines other than Spark, say Hive or Pig, or you don’t want to write Python or 
Scala code, on which Glue is based. Otherwise, organizations are left to piece together 
a more universal data catalog for S3 using a combination of services like extracting 
metadata from AWS Lambda, storing it in Amazon DynamoDB, and searching it using 
Amazon Elasticsearch Service—clearly not for those seeking a seamless solution. 

Like Azure, you only have workload management component-by-component. Also, you 
use the AWS Portal to manage and deploy resources. Security in AWS is driven nearly 
completely by Identity Access Management (IAM).  Similarly, to Azure, AWS does not 
implement a unified data access mechanism. For example, AWS Lake Formation does 
not extend to Redshift; thus, data assets need to be separately managed. 

Multi-Vendor Cloud Services Approach 
Another option enterprises have to building a holistic data ecosystem is, of course, to 
do so piecemeal with a variety of tools from a number of vendors. In reality, this is what 
many organizations end up with—especially when they have no guiding data principles 
or data strategy to build a top-value-for-their-dollar data architecture. These multi-
vendor architectures also appear because of time. Organizations have to figure out 
how to leverage machine learning to address their modern challenges with a stale 
Oracle data warehouse built a decade ago.  

Assume, however, an organization desires to build their modern data ecosystem using 
the “best-of-breed” solutions from the top-right area of various Gartner’s Magic 
Quadrants. The overwhelming challenges will be interoperability, cost, and 
complexity—not to mention time-to-value. While it’s true that you can get a Snowflake 
data warehouse up in minutes, getting it functioning in a harmonious, tightly-woven 
components of a data-driven, multi-use, managed, governed, big data ecosystem 
could be months away or longer until data science operations get the data sets they 
need built, data wrangled and transformed, and models being fed in near real time. 

It is not all bad, as there are some interoperability beacons of hope. For example, there 
is a Databricks-Snowflake connector allowing you to bring Snowflake data into a 
Databricks Scala notebook. Certainly, high-end data movement and integration tools 
like Informatica and Talend have connectors for many data sources and targets. Many 
of these top vendors realize their tools have to play nicely with others. Yet with each 
additional vendor and associated application added to the integrated stack, an added 
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layer of interoperability and its related operational maintenance overhead will invariably 
be required to effectively support it. 

Another real challenge, particularly for the CIO trying to orchestrate this data 
environment to serve their organization, are understanding, predicting, and managing 
costs. While the benefit of transferring many of the related expenses from CapEx to 
OpEx lines have been what has helped drive the move to cloud-based solutions, CIOs 
have increasingly become aware that the advantage of reduced CapEx along with 
easier, faster deployment comes often at a significantly higher net OpEx cost. Why is 
this? With multiple vendors, different licensing arrangements from perpetual-use to 
subscription-based, maintenance contracts, and surprise bills from cloud vendors for 
burst, on-demand compute usage, the net OpEx lines make the true total cost of 
ownership (TCO) a more difficult web to disentangle. Thus, tracking overall net OpEx 
costs are becoming an increasingly important factor in the decisioning process of a 
given technology stack evaluation.  

The overall complexity of the architecture can be overwhelming, including sourcing the 
right talent, engaging multiple professional service providers, managing organizational 
change, and driving user adoption. 

Still organizations have plenty of vendors from which to choose. The following list 
comprises leaders in their respective categories (not including the Azure and AWS-
based solutions listed above). 

● Data Ingestion / Streaming: Confluent Kafka, Streamsets 
● Data Engineering: Databricks, EMR, HDInsight, Dataproc 
● Data Warehouse: Snowflake, Google BigQuery, Teradata 
● Machine Learning: Dataiku, DataRobot 
● Operational DB: MongoDB, Cassandra, Vertica 
● Data Security: Okera, Privacera 
● Data Governance: Collibra, Alation, Informatica, Waterline Data 
● Workload Management: New Relic, Unravel, Pepperdata  

Multi-Cloud Platform Approach – Cloudera Data Platform 
The only single platform offering on the market that boasts flexibility through support 
for both data center and public cloud deployments as well as capabilities across 
analytical, operational, data lake, data science, security, and governance needs is 
Cloudera Data Platform.  

Cloudera Data Platform (CDP) is a secure and governed cloud service platform that 
offers a broad set of enterprise data cloud services with the key data functionality for 

 “ ” 

It is not all bad, as there are some interoperability 
beacons of hope.  
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the modern enterprise. CDP was designed to address multi-faceted needs by offering 
multi-function data management and analytics to solve an enterprise’s most pressing 
data and analytic challenges in a streamlined fashion. 

The architecture and deployment of CDP begins with the Management Console. The 
Management Console is where several important tasks are performed. First, the 
preferred cloud environment, e.g., AWS or Azure, is setup. Second, Data 
Hub clusters, Data Warehouse clusters, and Machine Learning workspaces are 
launched. Third, additional services, such as, Data Catalog, Workload Manager, and 
Replication Manager are utilized. 

Existing on-premise Cloudera products—viz., Cloudera Distribution of Hadoop 
(CDH), CDP Data Center (CDP-DC) clusters, and Hortonworks Data Platform (HDP)—
are not left behind. In CDP vernacular, these are called “classic clusters.” For existing 
Cloudera customers, classic clusters play an important role and can burst data into the 
cloud CDP. If they exist, classic clusters are registered into the CDP using the 
Management console. 

Let’s examine the components that make up CDP more closely. 

Data Hub clusters are prescriptive, pre-defined workload clusters that can be deployed 
using a set of cluster definitions, cluster templates, script recipes, and image catalogs. 
These clusters are fit-for-purpose, meaning, they are designed specifically for a certain 
type of workload and come with all the necessary hardware and software 
characteristics to deploy and run the workload. For example, say you need to quickly 
standup a data mart. You would deploy a Data Mart Data Hub cluster which would 
include HDFS, Hue, and Impala. This is the perfect fit for a data mart, since HDFS 
supplies an underlying data store, Impala allows users to browse and explore their data 
in an interactive way, and Hue is a SQL assistant that supports Impala.  

Data Warehouse clusters are self-service independent virtual warehouses running on 
top of the data kept in a cloud object store, such as S3. The virtual warehouses use 
Data Catalog as a logical collection of metadata to define the managed data and its 
business context. Multiple virtual warehouses can share a single Data Catalog. The 
advantages of this virtual warehouse architecture include isolation and automatic 
configuration. Virtual warehouses and their compute resources are isolated to prevent 
“noisy neighbors” or resource hog queries bogging down a conventional monolithic 
data warehouse. Virtual warehouses also have automated management and 
performance scaling features, such as auto-scaling, auto-suspend, and auto-resume. 
Data Warehouse security is also fully featured, as a modern data warehouse should be, 
with Cloudera Shared Data Experience (SDX) providing seamless and transparent data 

 “ ” 

Data Hub clusters are prescriptive, pre-defined workload clusters 
that can be deployed using a set of cluster definitions, cluster 
templates, script recipes, and image catalogs.  
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access and governance policies for not just each virtual warehouse but all workloads.  
Apache Knox and the customer’s own LDAP backend provide SSO capabilities across 
all platform end user interfaces. 

Cloudera Machine Learning (CML) clusters are Kubernetes-deployed machine learning 
workspaces which are ephemeral—created and deleted on-demand. They support 
fully-containerized execution of Python, R, Scala, and Spark workloads through flexible 
and extensible engines.  

To ingest and move data into and around the platform, CDP has Cloudera DataFlow. 
Powered by open source components such as Kafka, NiFi and Flink, DataFlow is a 
scalable, real-time streaming engine.  DataFlow monitors and processes data-in-
motion by streaming data at high volume and at scale. It also augments data 
governance by tracking data provenance and the lineage of streaming data. DataFlow 
also actively monitors edge applications and streaming sources. 

CDP offers Workload Manager Service. This service provides an in-depth 
understanding of workloads. Workload Manager has a Telemetry Publisher sends 
information with relevant statistics about jobs for troubleshooting and optimization. It 
also offers auto-generated workload views, or you can customize your own. 

Finally, CDP also provides Replication Manager, a service for copying and migrating 
data as needed between environments within CDP. It is a simple, yet feature-rich, data 
movement tool to move existing data and metadata to the cloud. Most often, it is used 
to copy data from an existing on-premise classic cluster. It can replicate HDFS and 
Hive data stores, depending on the nature of your on-premise data. 

All-in-all, Cloudera has a compelling offering of bringing a multitude of data services 
onto a single cohesive platform. A key differentiator is the overarching management, 
deployment, governance, and security. This reduces complexity in administration and 
scaling data pipelines. As more components are added and more integration points 
arise between those components, complexity will increase substantially. Greater 
complexity will lead to more technical debt and administrative burden to cobble 
together and maintain the flow of data between point solutions. 

 



Data Management and Analytics Cloud Services Total Cost of Ownership and Platform Selection 

McKnight Consulting Group ©2020                   REPORT REPRINT 17 
 

Comparison of Platforms Used for TCO Calculations 

 
Multi-Cloud 

Platform Approach
 

Single Cloud 
Approach

  

Single Cloud 
Approach 

 

Multi-Vendor 
Cloud Services 

Approach2 

 
Data 

Engineering 

 
CDP Data Hub 

 
HDInsight 

 
Elastic Map 

Reduce (EMR) 
 

Qubole 

 
Data Analytics 

 
CDP Data 

Warehouse 

 
Synapse 

 
Redshift 

 
Snowflake 

 
Data Science 

Cloudera Machine 
Learning 

 
Azure Machine 

Learning 

 
SageMaker 

 
Databricks 

 
Data Catalog 

 
CDP Data Catalog 

 
Azure Data 

Catalog 

 
Glue Data 
Catalog 

 
Alation 

 
Workload 

Management 

CDP Workload 
Manager None3 None3 Not priced4 

 
Data Movement 

 
CDP Replication 

Manager 

 
Azure Data 

Factory (ADF) 

 
Glue or  

Data Pipeline 
 

 

 
Overarching 
Deployment 

 
CDP Management 

Console 
 

Azure Portal 
 

AWS Portal Not priced5 

 
Overarching 

Security 

 
CDP/SDX 

 
Azure Active 

Directory 

 
Identity Access 
Management 

Not available6 

 
2 There are many choices in these categories, but these are the platforms we used in our TCO 
calculations. 
3 Not overarching—only individual applications have their own workload management features 
4 The multi-vendor approach has overarching workload management tools available, such as New Relic, 
Unravel, and Dynatrace. However, we did not include it in the TCO Calculator. 
5 The multi-vendor approach has overarching deployment tools available, such as New Relic and 
DataDog. However, we did not include it in the TCO Calculator. 
6 The multi-vendor approach does not have a single vendor, overarching tool to cover all security 
aspects. 



Data Management and Analytics Cloud Services Total Cost of Ownership and Platform Selection 

McKnight Consulting Group ©2020                   REPORT REPRINT 18 
 

Project Costing Observations 

While pricing these configurations and platforms, we made a number of observations 
when determining the total cost of ownership across all the vendor platforms, project 
types, and project sizes described above.  

 By category, Infrastructure costs make up 42% of the 
cost of the use case costs, Software is 34%, 
Consulting is 15% until the use case is considered 
complete and FTEs are 9%.  After the implementation 
is complete and consulting is no longer needed, that 
cost drops off. In terms of the project size variable, 
use case size matters! Costs scale up quickly across 
the board related to the size of the project. 

Across the board, the multi-vendor approach to these 
use cases is always the most expensive. The reason is that you must deal with the 
varying cost complexities of each vendor, which are priced as individual platforms, 
rather than a holistic platform. A holistic platform can offer significant saving by 
including, say data movement and data catalog functions, basically for free or at cost. 
The multi-vendor approach requires you to select and pay for those features through 
yet another vendor. In over half of our situations, Cloudera is the least expensive 
option, followed by an Azure-based approach and an AWS-based approach with the 
Multi-Vendor approach the most expensive. The AWS-based approach was never the 
least expensive, but would mostly be considered competitive across the board. 

Of course, it varies by use case. As of this point in time, Cloudera is the least 
expensive option for Small and Medium sized Customer Churn use cases and a dead 
heat with an Azure-based approach for a Large sized Customer Churn use case. For 
the IOT/Streaming Analytics: Predictive Maintenance use case, the Cloudera and 
Azure-based approaches are in a virtual dead heat, with an AWS-based approach 
appx. 10% more at the low end. The Fraud Detection use case is similar in costs for 
the Cloudera, AWS and Azure-based solutions. Cloudera is the least expensive option 
for Small and Medium sized Full Value Chain/Supply Chain Optimization for Real-Time 
Optimization projects and a dead heat with an Azure-based approach for a Large sized 
use case. 
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Appendix: Use Cases 

Customer 360: Customer Churn 
In many industries, to achieve top-line growth, it is imperative that companies get the 
most out of existing customer relationships. Customer Churn use cases are about 
generating high levels of profitable customer satisfaction through the use of knowledge 
generated from corporate and external data to help drive a more positive Customer 
Experience (CX). Today’s customers are more engaged and have more options 
available to them. The result is a higher customer expectation of a company’s 
performance and responsiveness to their inquiries and needs. Many of today’s data 
environments are not ready for an effective Customer 360: Customer Churn initiative at 
scale. 

Churn Management must have segmented customers based on years of detailed data 
in order to understand them based on specificity of purchase at a product, day, 
method, and order details levels. This enables a closed-loop marketing approach 
providing a complete view of customers. This complete view comprises a majority of 
customer touchpoints purchases, promotions, payments, call center activity, GPS, 
incoming calls, and Web site hits and activity.  

True analytics will be enabled as the organization embraces the fact that data is 
predictive and not just descriptive of the past. These advanced insights into customer 
behavior not only understand the customer journey to-date, but accurately predict the 
journey ahead towards churn.  

When it comes to churn, corporate emphasis and incentives must reflect the real value 
that individual customers bring to the business. Turning customers into former 
customers through disincentives, once considered heresy, is now being adopted by 
companies as they focus on the profitability of individual customers rather than 
focusing strictly on enabling goals such as numbers of customers.   

Customer Churn is about understanding the customer experience. With it, 
organizations can gain insights about tastes and habits, interactions can be in real-time 
with personalized, relevant data and companies can understand the complete 
customer journey to churn. 

Process 

An online mobile phone retailer has been looking at how it can reduce churn across its 
customer base - that is, the length of time that customers stay loyal, particularly at the 
end of a subscription period. The principles are well-established. To reduce churn, the 
retailer needs to:  
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● increase customer loyalty and trust  
● ensure that products and services are a good fit  
● deliver targeted and effective marketing.  

In practice, however, the linkage between these factors and customer behaviors is 
difficult to establish, and so requires an iterative, experiment-driven approach. First, 
this requires setting up the model and data environment; and second, pipelines are 
needed for training and inference. These activities need to take into account 
reproducibility, reusability, manageability, and automation.  

A next step is to prepare the ground for both data and modeling, by putting in place an 
environment that can manage both within an iterative process. Platforms and tools 
need to be able to support deployment to a wide range of target infrastructure and 
libraries optimized for ML, with multiple local/ cloud-based targets depending on 
model status.  

Next, you need to identify and configure the data sources to be used by ML models. 
Activities include:  

o Create and configure data stores - in this case, customer data  
o Normalize, transform and otherwise prepare datasets for training and inference  
o Point algorithms and code to the data  
o Enforce transparency (e.g. through audit trails) to build confidence in results  

Note that pipeline steps might also consume data sources and produce “intermediate” 
data, which is then available for other steps later in the pipeline. Pipeline steps can also 
be reused. So, for long- running data preparation jobs you can use the output of this 
particular step to feed several other steps or training in parallel and save on execution 
time.  

In this scenario, customer loyalty factors may be fed back into the model as variables, 
for example, testing the effectiveness of historical loyalty schemes.  

With an environment and data in place, it is possible to consider how to organize the 
flow of model creation activities from training, through validation and testing, to 
operation and inference, as reproducible pipelines. During training and other steps, 
scripts can read from or write to datastores, and records of execution are saved as 
runs in the workspace, grouped under experiments.   

By reviewing these experiments, the retailer can monitor results for applicability and 
effectiveness of insights. Speed and repeatability are key to this test-and-learn 
approach, requiring both pipeline reproducibility and automation. At the same time, 
data scientists need to ensure that the models deliver the right prediction; for example, 
assessing whether sample data has been subject to data drift between training and 
inference, which would impact the quality of results.  
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Technology Stack 

 The machine learning models need to be built, trained, and deployed with a machine 
learning engineering service. The company’s data warehouse(s) will likely need 
remediation to accommodate the customer detail necessary. This will require Data 
Ingestion / Streaming. Data Governance 
will be required to catalog the data and 
ensure it is to a quality standard and in 
compliance with established privacy 
regulations.  

Operational databases will be purposed 
for executing the machine learning 
models. Data Security is paramount 
across the sensitive customer data and 
the models. Workload Management is 
needed to organize the model execution.  

IoT/streaming Analytics: Predictive Maintenance 
Many organizations are turning to predictive analytics to increase their bottom line and 
efficiency and therefore competitive advantage. It can make the difference between 
business success or failure. 

Predictive analytics is no longer just for data scientists. If done well, many knowledge 
workers can utilize predictive analytics. Predictive models use known results to 
develop (or train) a model that can be used to predict outcomes. Models provide 
results in the form of predictions for a target variable associated with a probability.  

Predictive analytics applies to all kinds of machinery operations, fraud detection, 
marketing campaigns and all kinds of risk management. Predictive maintenance 
solutions store sensor data from equipment in near real time and predict equipment 
failure ahead of time to provide continuity of service. Predictive maintenance also 
includes a web-based dashboard that interacts with the database to leverage machine 
learning algorithms such as logistic regression to predict risk of failure to prevent 
down-time.  

 
It’s a huge business win to not be “fixing” parts based on a schedule, but to be fixing 
them based on predictive maintenance borne of data. There are savings from not just 
preventing breakdowns but also from being able to optimize the supply chain and labor 
supporting the maintenance process. 

 “ ” 

Predictive models use known results to develop (or train) 
a model that can be used to predict outcomes. 
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Process 

A manufacturing company engineers, produces, and sells equipment to its customers. 
This equipment consists of complex mechanical, electrical, and hydraulic components.  
All of these components have integrated sensors which monitor the activity and health 
of each part and send those signals in real-time over the customer’s network to a 
central server that processes the data. As part of the agreement with the customer, the 
sensor data is sent back to the manufacturer in a direct streaming feed. The 
manufacturer would like to ingest all of this data and predict an imminent part failure at 
a customer site with a high degree of confidence. The manufacturer would like to 
proactively respond by alerting their inside sales department to contact the customer 
and persuade them to order a replacement part in advance to prevent the part failure. 
The manufacturer benefits by increasing advanced and more frequent sales of 
replacement parts, and their customers benefit by avoiding equipment failure and 
downtime. 

Streaming data and ingest will be required as a software application script that 
executes on the monitored equipment delivering the production and broadcasting of 
streaming. The solution will need a mechanism to listen for and ingest the incoming 
streaming data and store it in the database. 

A dataset must be used to create and “learn” the machine learning statistical model by 
analyzing past part failures and to preload into the solution’s database as history data 
that is displayed through the BI web application to the user. 

Using machine learning algorithms, a statistical model (like logistic regression) that 
predicts the probability (on a scale from 0 to 1) of an imminent part failure (a binary 
outcome) based on the measurement data broadcasted by the part’s sensor. The 
model will be integrated into the solution as a regression equation that measures the 
likelihood of an imminent part failure of incoming sensor data and notify the user 
through the BI web application when a specified threshold is exceeded (in this case, a 
risk score > 0.1). The model also continues to learn by refreshing at specified intervals 
as the program runs. 

There will need to be a BI interface 
where the user can monitor the data 
ingest, make query requests, adjust 
parameters, and receive notifications of 
imminent part failures. The BI interface 
is a lightweight web application (e.g., 
PHP) running on an open source web 
server (e.g., Apache) deployed on the 
solution’s instance. 
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Technology Stack 

 This use case will require a technology stack with an ability to ingest high volumes of 
streaming data and deliver an analytical capability to utilize a statistical machine 
learning model. 

Streaming data ingest will be required for a number of functions and program flow 
elements. The streaming is where several of the application arguments are set 
including sensor model, normal expected reading of the sensor, expected variance of 
the sensor readings, iterations to failure target, and target reading for a sensor in fail 
mode. 

Then it generates the risk scores and then sleeps and waits for more readings to be 
generated. It then loops until the program stops generating output, and retires the 
number of specified times, then quits. 

There will need to be a business intelligence web application. The web application 
employs a number of third-party vendor plug-ins. Each of these plug-ins are licensed 
for free commercial use. 

Other software will be needed that provide the visual styles used in the application 
including  

Providing the navigation elements functionality, drawing the line and area charts based 
on JSON data, providing the symbols and icons used in header elements of the 
navigation bars and panels and create the data sliders in the navigation bar and doing 
map visualization. 

The machine learning models need to be built, trained, and deployed with a machine 
learning engineering service. The company’s data warehouse(s) will likely need 
remediated to accommodate the product detail necessary. Data Governance will be 
required to catalog the data and ensure it is to a quality standard.  

Operational databases will be purposed for executing the machine learning models. 
Data Security is paramount across the sensitive product data and the models. 
Workload Management is needed to organize the model execution.  

Fraud Detection 
Fraudulent Activity Detection is exponentially more effective when risk actions are 
taken immediately (i.e., stop the fraudulent transaction), instead of after the fact. When 
dealing with vast networks of digital data, query performance is the key factor for 
success. Although risk conditions will be probed for in historical data as well, the data 
warehouse must be real time. Waiting on overnight batch systems is inadequate. Fast 
digestion of a wide network of risk exposures across the network is required in order to 
minimize adverse outcomes.  
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Fraud Detection has tended to be reactionary. The solution, with high-quality, up-to-
date, and reliable corporate information, can transform the reactive nature of risk 
management to proactive. It enables a full lifecycle look at data, the ability to see 
antecedents well in advance, and pattern matching to current activity.  

Process 

An information technology department has put into place security measures to detect 
known behaviors of fraudulent or malicious intent.  However, the measures are too 
simple and based on only common, elementary hacking techniques. An IT security 
analyst wants to analyze network traffic deeper and discover the existence of unknown 
anomalies, threats, or more sophisticated fraudulent or malicious intent. The analyst 
wants to use machine learning statistical analysis techniques to explore and discover 
outlying network traffic behavior and build an unsupervised model to detect and alert 
when traffic is outside the bounds of typical network behavior.  

The solution needs to be self-contained and 
easy to deploy by a business-level user with 
average technical aptitude using step-by-
step instructions. The solution will clearly 
show the ingestion of data and automated 
analytics that make the user aware of a 
business action that needs to be taken.  

The use case for this Fraudulent and 
Malicious Activity Detection system will 
demonstrate the ability to ingest high 
volumes of log data, its analytical capability 
to query the data using SQL statements or 
with self-discovery AI techniques, and how 
this data can be applied in a real-world scenario. 

Technology Stack 

Due to the fact that Fraud Detection involves looking for the proverbial needle in the 
haystack, the database should facilitate the most mature graphical representations. It 
should also be seamless to execute the Artificial Intelligence/ Machine Learning (AI/ML) 
techniques that are game changers for risk management.  

The solution should adhere to strict security and privacy management examinations 
itself such as HIPAA, GDPR, BASEL, SOC 2 Type 2, PCI DSS, and NIST 800-53 Tier 3. 
Users should also be able to bypass the public internet and go over a private link.  

The solution will also contain a BI interface web application where the user can explore 
and analyze the data, make query requests, get summary and detailed data, and see 
visualizations that deliver insights—in this case, the BI interface will consist of a 
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lightweight web application (e.g., PHP) running on an open source web server (e.g., 
Apache) deployed on the solution’s instance. The web application will employ a 
machine learning statistical model (e.g., principal component analysis) to score and/or 
indicate potential fraudulent or malicious network activity.  

The solution must ingest data in real time as streaming data, ingesting data as the 
generator produces them, analyzing the information in real time, and sending 
outlier/anomaly detection alerts to the user interface. 

Operational databases will be purposed for executing the machine learning models. 
Data Security is paramount across the data and the models. Workload Management is 
needed to organize the model execution. Data Governance will be required to catalog 
the data and ensure it is to a quality standard.  

Full Value Chain/Supply Chain Optimization for Real-Time 
Optimization  
Supply chain leaders are under constant pressure to reduce overall Supply Chain 
Management (SCM) costs while maintaining a flexible and diverse supplier ecosystem. 
Optimizing cost and expectations to manage multi-channel demand, real-time 
forecasts and inventory tracking is critical to prevent gaps or breaks in the supply chain 
that would disrupt downstream processes and operations. They will leverage IoT, 
sensors, cameras and blockchain. Major investments in advanced analytics, 
warehouse re/location and automation both in distribution centers and stores will be 
essential for survival. 

Layered and complex dependencies are common in supply chain optimization — from 
just-in-time deliveries of goods, to supply planning, to distribution network planning. A 
company must represent these interconnected factors and find the most appropriate 
suppliers or supply channels, remodel distribution, and identify alternative parts 
compared for evolving engineering specifications. 

Process 

A company designs solutions for product analytics and manufacturing operations in 
the semiconductor industry. They need to leverage advanced product analytics that 
improve quality, yield, and productivity for semiconductor and electronics brand 
owners and their suppliers. It is an environment where errors related to yield and 
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efficiency measurements can lead to 
losses of millions of dollars per year 
within a single plant. 

A holistic view towards quality, yield and 
productivity analytics will involve 
gathering millions of data points from 
individual microprocessors during all 
stages of production. The amount of 
data to be gathered would outpace the 
abilities of the company’s legacy 
solution and therefore hinder the ability to provide real-time analytics.  

The company needs to conduct deep analysis that leverages both ‘hot’ data, 
originating in real-time from multiple plant floor assets, as well as suppliers, inventory 
and ‘cold’, historical data from the supply chain. The solution will accelerate the speed 
of analytical insights, while also combining data from different production processes to 
gain visibility across the whole supply chain. 

Technology Stack 

A strong platform is critical in forming a historical data baseline, developing models 
from the historical data, and then deploying the models into the supply chains, 
resulting in near-instant analytics within individual production facilities and supply 
chains.  

The solution will enable creation of a holistic view across both the data of electronic 
systems and the semiconductor components they contain, allowing for quick 
identification of the root cause of a defect and the faulted supplier - as well as potential 
alternative part sources. The ability to complete a wide range of analytic queries 
quickly and inexpensively, while also integrating previously siloed data sources, 
immediately begins to reduce these costly production issues and leads to rapid ROI. 

The data in the data warehouse will need a streaming ingest solution. The algorithms 
will need Data Engineering and Machine Learning. Operational databases will be 
purposed for executing the machine learning models. Data Security is paramount 
across the engineering data and the models. Workload Management is needed to 
organize the model execution. Data Governance will be required to catalog the data 
and ensure it is to a quality standard which ideally would include a means for 
identifying redundant or alternatively labeled SKUs for same or similar parts.  

 “ ” 

Major investments in advanced analytics, warehouse 
re/location and automation both in distribution centers 
and stores will be essential for survival. 
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