
Use Case — Marketing/Advertising
Intel Big Data Enablement — Online Media 
Scalability and Fault Tolerance

Why Intel and Cloudera

Intel and Cloudera take the guesswork out 
of Hadoop.  Using a unique collaborative 
approach, we delivery excellent 
performance, security, and quality 
distribution, built on open standards.  
Working with more vendors across the 
ecosystem, only a solution built on CDH 
can ensure freedom from lock-in, enabling 
you to build a robust big data solution to 
meet the needs of your business today and 
into the future.

• Uniquely aligned product roadmaps for 
software and hardware to drive innovation 
faster, providing more industry firsts than 
any other Hadoop alternative. 

• Deep partnerships with virtually every 
provider in the data center, streamlining 
the process for building Big Data solutions. 

• Proven track records of identifying the 
driving industry standards, so you don’t 
run the risk of stranding yourself on an 
island. 

Intel and Cloudera Provide a 
Scalable, Fault-Tolerant 
Hadoop-Based Big Data Solution 
Intel helps an ad-tech company migrate to a Big Data platform that grows as 
they do and provides better performance, security, and fault tolerance. 
A rapidly growing ad-tech firm that 
offers ad-buying and data manage-
ment tools to its customers crosses 
over a performance threshold 
where its in-house custom pro-
cessing solution can no longer scale 
efficiently to match the Company’s 
current and expected growth. 

Intel develops an inline attribution 
process to move workload from the 
current system to the Hadoop envi-
ronment, demonstrating the capa-
bilities and performance scalability 
of the platform. 

Results

• Company migrates to Cloudera 
and benefits from enhanced 
security, role-based access 
authorization, fault tolerance, 
and batch/parallel processing. 

• System supports Company’s 
legacy platforms as well as 
current applications. 

• Company realizes real world 
linear scalability and improved 
performance. 

Business drivers

Certain moments in an enterprise’s 
growth trajectory present manage-
ment with solution choices. System 
architecture options typically fall 
into a handful of equations that 
define the input/output or develop-
ment/production ratio, as shown in 
Figure 1. For startups and small-
scale operations, the green line 
equation often provides the best 

option, not just in terms of perfor-
mance but also for its ease of devel-
opment. The Company had 
deployed such a model, which had 
been successful for them for sev-
eral years. Because Hadoop is 
designed for Big Data, it doesn’t 
always make sense to use a 
Hadoop-based architecture, 
defined by the blue line in Figure 1, 
for small datasets. 

However, there are “event nodes”, 
such as the one shown by the 
dotted circle in Figure 1, where the 
graph lines intersect and a perfor-
mance advantage may shift to 
another model. The equation that 
describes a traditional or legacy 
solution model curves upward, 
crossing the relatively one-to-one 
equation of a Hadoop-based 
deployment. When growing compa-
nies encounter one of these nodes 
and find their operations suffering 
from lack or processing power or 
storage capabilities, they face a 
decision. 

The Company’s management team 
asked: 

• Should we continue with our 
familiar but less effective model 
or upgrade to a better solution? 

• Can we find a solution that will 
scale as we continue to grow? 

• Can we realize other benefits 
from such an architecture 
change, such as fault tolerance 
or enhanced security? 
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Solution details

The Company had developed its 
own custom Java-based system to 
work with their data. Their system 
had worked well, but the Company 
realized it was not scaling efficiently 
for their projected growth. The 
more the Company grew, the more 
the system’s performance suffered, 
and ultimately, the more obvious it 
became to management that they 
needed a better solution. 

The Company asked Intel to 
demonstrate a proof of concept to 
show Hadoop’s linear scalability. 
We designed a suitable data model 
to support the Company’s business 
functionality and established a 
small nonproduction Hadoop envi-
ronment with core components 
(Hive, Pig, MapReduce, etc.). 

The Hadoop environment would 
ingest and partition the EVF data to 
support data integration and 
reporting functionality. With this 
setup, we intended to demonstrate 
generation of n% sample with 
repeatable results and Hash lookup 
and attribution, using various 
Hadoop processes. 

We then copied workloads from 
their current system to the 
Cloudera data hub to showcase 
HDFS and the functional capabili-
ties and performance scalability of 
the Cloudera platform. Running the 
two environments side by side, we 
were able to process the same 
volume of data at a faster clip. 

We executed Pig attribution at 
increasing dataset sizes to baseline 
performance, adjusted Hadoop 
resource configuration settings, and 
confirmed scalability. 

Hadoop assumes that hardware 
failures are common, so it detects 
and handles failures automatically 
at the application layer. When data 
architects want to improve perfor-
mance, they can simply add low-
cost, commoditized servers—rather 
than pursue more expensive solu-
tions, such as hiring more engineers 
to manage, configure, and optimize 
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the system, or investing in costly 
software solutions. We demon-
strated Hadoop’s fault tolerance by 
artificially dropping server nodes, 
simulating hardware failure or other 
catastrophic loss. In each case, the 
loss of a node did not affect func-
tionality, only performance. The 
Hadoop system was able to recover 
without manual intervention. 

Satisfied that Cloudera would pro-
vide the same functionality yet per-
form better than their custom 
system, the Company asked Intel to 
create a Hadoop cluster and help 
them migrate to Cloudera. 

For the migration, we implemented 
performance enhancements to the 
Hadoop configuration, source data 
storage (compression, format, block 
sizes, aggregation structure), and 

Pig/Hive optimizations (joins, oper-
ator pipelining, type conformance, 
null handling, etc.). Sqoop, which 
enables bidirectional data transfer 
between Hadoop and traditional 
databases, allowed us to import 
master and lookup data directly 
from Oracle and export it back to 
Oracle. For nondatabase data trans-
fers, we used file-based transfer 
tools like ConnectDirect, SCP, and 
FTP to import/export from HDFS to 
Unix and other external systems. 

Also for the migration, we: 

• captured/transferred event 
data from NFS into HDFS; 

• captured Oracle snapshots of 
campaign lookup data; 

• used Pig to implement 
algorithms and rules; 

Figure 1 Hadoop’s linear scalability. The equation for a Hadoop-based environment (dark blue line) is 
essentially a straight line, indicating the platform’s ease of scalability. Adding servers is a simple 1:1 
performance improvement plan. Custom solutions developed in-house (green line) are more 
economical for startups and small operations, but when these two lines intersect (dotted circle), a 
Hadoop-based system becomes more economical and performs better. Source: Mohiuddin, Zaheer. 
2012. http://blog.zaheer.me/2012/04/o-notation-quick-reference-visualizer-graphic.html. 
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Spotlight on Cloudera

Cloudera is revolutionizing 
enterprise data management 
by offering the first unified 
Platform for Big Data, an 
enterprise data hub built on 
Apache Hadoop™. Cloudera 
offers enterprises one place 
to store, access, process, 
secure, and analyze all their 
data, empowering them to 
extend the value of existing 
investments while enabling 
fundamental new ways to 
derive value from their data. 

Cloudera’s open source Big 
Data platform is the most 
widely adopted in the world, 
and Cloudera is the most 
prolific contributor to the 
open source Hadoop 
ecosystem. As the leading 
educator of Hadoop 
professionals, Cloudera has 
trained over 40,000 
individuals worldwide. Over 
1,600 partners and a 
seasoned professional 
services team help deliver 
greater time to value. Finally, 
only Cloudera provides 
proactive and predictive 
support to run an enterprise 
data hub with confidence. 
Leading organizations in 
every industry plus top public 
sector organizations globally 
run Cloudera in production. 

For more information, visit 
www.cloudera.com. 
• validated and refined Pig 
attribution to achieve functional 
equivalence; 

• executed Pig attribution at 
increasing dataset sizes to 
baseline performance; 

• adjusted Hadoop resource 
configuration settings; and 

• implemented and evaluated 
attribution with Hive, Cloudera 
Impala, and a customized Java 
MapReduce. 

After completing the migration, we 
tested to confirm the system’s per-
formance scalability (Figure 2). 

Cloudera Enterprise

Compared to standard Hadoop dis-
tributions, Cloudera already offers a 
more robust, comprehensive solu-
tion, with everything built into the 
platform. Cloudera protects all data 
inside the Hadoop cluster—at rest 
and in motion— using powerful key 
management tools and an encryp-
tion approach that is transparent to 
applications that access the data. 

Hadoop includes a batch pro-
cessing engine called MapReduce, 
so the Company can still batch pro-
cess its data load daily. But with 
Cloudera Impala, Hadoop’s mas-
sively-parallel-processing struc-
tured query language (SQL) engine, 
the Company is now also able to 
process data throughout the day, 
for quicker results in near real-time. 

Cloudera uses Apache* HBase, a 
distributed, scalable database that 
runs on top of the Hadoop Distrib-
uted File System (HDFS), a fault-tol-
erant and self-healing distributed 
file system. HDFS accepts data in 
any format, optimizes for high 
bandwidth streaming, and scales to 
proven deployments of 100 PB and 
beyond. It stores data on com-
modity machines, which makes it 
affordable and easy to add new 
servers or hotswap failed drives on 
the fly as the volume of data 
increases and the need for more 
space grows. In short, a Hadoop-
based solution offers lower costs 
and faster performance. 

Summary

With Cloudera, the Company not 
only benefits from better perfor-
mance, enhanced security, role-
based access authorization, fault 
tolerance, and batch/parallel pro-
cessing, they now have a solution 
that accommodates their current 
and future needs. Intel helped them 
migrate from an outdated custom 
architecture to a Big Data platform 
that scales economically and will 
continue to grow as they do. 

Let us help your business too. 
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Figure 2 Performance scalability. Our analysis of 
the POC Hadoop environment showed we could 
add nodes to the system and maintain roughly 
the same proportional 1:1 scalability, as 
predicted by the equation from the previous 
figure. The upper graph below shows a nearly 1:1 
performance progression in terms of number of 
records processed per the number of seconds 
required. The lower graph likewise shows 
Hadoop’s linear performance with 3 nodes (light 
blue line) and 4 nodes (dark blue line) while 
executing the same script with the same datasets. 

www.cloudera.com
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Contact us

Contact your sales rep or e-mail us. 

Intel.com/bigdata/services
Meeting your needs

We look forward to meeting with you to define your requirements and meet 
your objectives. 

• Accelerate time to value: Achieve real-time cost savings, respond to 
market trends, and drive innovation. 

• Secure Big Data: Deploy a sustainable Big Data program that doesn’t 
put your organization, or you, at risk. 

• Maintain control: Work with a partner who educates your team so you 
become self-sufficient. 

• Increase business potential: Create and execute a plan that helps you 
adapt now, and in the future. 

Hadoop sizing guide

Cluster size

Small Medium Large

CPU Intel® Xeon® Processor E5 v3

Storage (TB) <72 TB 72 to 570 TB >570 TB

Node 
count

Master 2 to 3 4 to 7 ≥8

Slaves <12 12 to 95 ≥ 96

Memory 
(GB)

Master 64 GB 128 GB ≥256 GB

Slaves 48 GB 96 GB ≥128 GB

Network 1 Gbps 10 Gbps 10 Gbps

Hardware configuration is highly dependent on workload. A high storage density cluster may 
be configured with a 4 TB JBOD hard disk, while a compute intensive cluster may be 
configured with a higher memory configuration.
The results cited in this document are based on research and testing conducted by Intel and Intel’s customer and are for informational purposes only. 
Intel technologies’ features and benefits depend on system configuration and may require enabled hardware, software or service activation. Performance varies 
depending on system configuration. No computer system can be absolutely secure. Check with your system manufacturer or retailer or learn more at www.intel.com. 
Copies of documents which have an order number and are referenced in this document, or other Intel literature, may be obtained by calling 1-800-548-4725 or by 
visiting Intel’s website at http://www.intel.com/design/literature.htm. 
Intel and the Intel logo are trademarks of Intel Corporation in the United States and other countries. 
*Other names and brands may be claimed as the property of others. 
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