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Summary 

Playbook Overview 
This playbook is meant to provide a step by step guide to migrating an existing 5.X CDH 

(Cloudera Data Hadoop) environment from on-premises to Amazon AWS cloud. It introduces the 

AWS services that CDH may leverage and provides insights into how to assess your existing 

environment, and plan the footprint, including security, for the “to-be” environment. It then 

discusses approaches to migrating data and testing the new AWS deployment. 

 

Who Will Use the Playbook 
The playbook will be used by Cloudera Pro-Serv and SE’s as well as by qualified Cloudera 

partners to plan migration methodologies to the AWS platform.  

Deep dive, level 400 documents from Cloudera are available to Cloudera staff.  

This document augments those. 

 

Amazon AWS Services Leveraged by Cloudera 
Cloudera Enterprise deployments leverage many AWS service offerings, the list is not comprehensive. 
See Appendix. 

 

AWS Service Limits 
Amazon places per-region default limits on most AWS services. A few examples include: 

● EC2: 10 m4.4xlarge instances per region 

● EBS: 20 TB of Throughput Optimized HDD (st1) per region 

● S3: 100 buckets per account 

● VPC: 5 VPCs per region 

 

The default limits might impact your ability to create even a moderately sized cluster, so plan 

ahead. 

 

Some limits can be increased by submitting a request to Amazon, although these requests 

typically take a few days to process. For more information on limits for specific services, consult 

AWS Service Limits . 

To request a limit increase 

1. Open the AWS Support Center page, sign in if necessary, and choose Create case. 

2. Choose Service limit increase. 

3. Complete the form. If this request is urgent, choose Phone as the method of contact 

instead of Web 

4. Choose Submit. 

 

 

https://docs.aws.amazon.com/general/latest/gr/aws_service_limits.html
https://console.aws.amazon.com/support/home#/
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 Pricing a Migration 
 

AWS Playbook class 

sizing guide.xlsx
 

This sizing spreadsheet uses standard classes from Cloudera documents to price out 

deployments. It will be replaced by a calculator. 

 

Cloudera on AWS 
Cloudera, is an enterprise data management company. It introduced the concept of the 

enterprise data hub (EDH): a central system to store and work with all data. The EDH has the 

flexibility to run a variety of enterprise workloads (for example, batch processing, interactive SQL, 

enterprise search, and advanced analytics) while meeting enterprise requirements such as 

integrations to existing systems, robust security, governance, data protection, and management.  

 

Many customers now want to leverage the flexibility, cost savings and performance of a security 

focused cloud provider and AWS is the natural choice due to its scale, large partner base, 

powerful development environment and customer focus. 

 

Cloudera Enterprise provides enterprise-grade security, management tools, and technical support 

and it can be readily deployed (using AWS Quickstart) or migrated to the Amazon AWS cloud. 
On-prem 
 

Customers of Cloudera and Amazon Web Services (AWS) can now run the EDH in the AWS public 

cloud, leveraging the power of the Cloudera Enterprise platform and the flexibility of the AWS 

cloud. 

 

Cloudera Director enables users to manage and deploy Cloudera Manager and EDH clusters in 

AWS. 

 

Users can create and save templates for desired instance types, spin up and spin down Cloudera 

Manager and EDH as well as clone clusters. Users can also deploy multiple clusters and can scale 

up or down to adjust to demand. 

 

https://aws.amazon.com/quickstart/architecture/cloudera/
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Cloudera Reference Architecture documents illustrate example cluster configurations and 

certified Partner products. The Cloud RAs are not replacements for official statements of 

supportability, rather they are guides to assist with deployment and sizing options.  

 

Statements regarding supported configurations in the RA are informational and should be cross-

referenced with the latest documentation. 

 

 

  

https://www.cloudera.com/documentation/other/reference-architecture/topics/ra_aws_deployment.html
https://www.cloudera.com/documentation/enterprise/release-notes/topics/rn_consolidated_pcm.html#virtual_platforms
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Why Migrate On-Premise Cloudera To AWS? 

Cloudera makes it possible for organizations to deploy the Cloudera solution as an EDH in the 

AWS cloud. This joint solution combines Cloudera’s expertise in large-scale data management 

and analytics with AWS’ expertise in cloud computing. 
 

 
 

Customers can follow a lift and shift model depicted in the figure to get started on AWS. 

This approach does not require re-architecting existing applications as it only changes the 

underlying infrastructure from on-premises hardware to AWS.  A cluster can still use HDFS as the 

storage layer and data context like the Apache Hive metastore and Apache Sentry access policies 

are tied to one cluster. In this state clusters are persistent but can be paused or grown and shrunk 

using Cloudera Altus Director (State 1 the Figure).  

 

Organizations might be able to directly migrate some of their applications from State 0 to a S3 

(State 2 in the Figure). This approach extends HDFS storage with AWS S3 via a connector.  

 

Organizations who have gained experiences with their public cloud deployments in Stage 1 or 

Stage 2 will usually start adopting more cloud native architectures (State 3 in Figure 2) which 

separate compute from storage, leverage Cloudera SDX to share data context and make use of 

transient clusters for recurring batch-oriented or ad-hoc workloads.  

 

This document will concentrates on a lift-and-shift migration but it helps broaden the horizon to 

a more cloud native endpoint vision. 
 

This joint solution provides the following benefits: 

Flexible Deployment, Faster Time to Insight 

Running Cloudera Enterprise on AWS provides the greatest flexibility in deploying Hadoop. 

Customers can now bypass prolonged infrastructure selection and procurement processes to 

rapidly implement the Cloudera big data platform and realize tangible business value from their 

data immediately. Hadoop excels at large-scale data management, and the AWS cloud provides 

infrastructure services on demand. 

https://www.cloudera.com/documentation/enterprise/5-16-x/topics/admin_s3_config.html
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Scalable Data Management 

At large organizations, it can take weeks or even months to add new nodes to a traditional data 

cluster. By deploying Cloudera Enterprise in AWS, enterprises can effectively shorten rest-to-

growth cycles to scale their data hubs as their business grows. 

 

On-Demand Processing Power 

While Hadoop focuses on collocating compute to disk, many processes benefit from increased 

compute power. Deploying Hadoop on Amazon allows a fast compute power ramp-up and 

ramp-down based on specific workloads—flexibility that is difficult to obtain with on premise 

deployment. 

 

Improved Efficiency and Increased Cost 
Savings 

Deploying in AWS eliminates the need for dedicated resources to maintain a traditional data 

center, enabling organizations to focus instead on core competencies. As annual data growth for 

the average enterprise continues to skyrocket, even relatively new data management systems 

can strain under the demands of modern high-performance workloads. By moving their data-

management platform to the cloud, enterprises can avoid costly annual investments in on-

premises data infrastructure to support new enterprise data growth, applications, and workloads. 

 

Migration Methodology Summary 

Document your existing on-prem architecture 

What application workloads are running? 
In order to create a migration plan for your existing cluster, you need to create an 

inventory of your applications and workloads and determine what (Hadoop) CDH eco-

system and 3rd party partner tools (if any) are required to support these e.g. 
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Application 

Workload 

CDH 

Components 

3rd Party Partner 

Tool 

SLA Transient or 

Persistent? 

Data Engineering 

job 1 

Hive, Spark, 

HDFS 

NA Completes 

within 15 min 

Transient - runs 

every 2 hours 

Customer facing 

app 1 

HBase, Sqoop External Oracle 

Database 

99.99 uptime Persistent 

 

  

Document Running Services 
◆ What services are running on your exiting on-premises Cloudera clusters? 

Cloudera Manager provides an easy way to quickly get an overview of all services 

which are being used in your clusters. Simply navigate to the Cloudera Manager 

homepage and take note of the running services 

 

 
 

Alternatively you can use the Cloudera Manager API to get information about clusters and 

services and store them for your reference later.  

 

First, get a list of all your clusters managed by Cloudera Manager: 

 

curl -k -u username https://replace_with_CM_URL:7183/api/v19/clusters1 

 

Next, get a list of all your running services on each cluster. You can use a tool like “jq” to 

parse the JSON output of the CM API directly: 

 

                                                 
1 V19 of the Cloudera Manager API os only available for CM 5.14 and onwards. Use a previous API version if you are using an 

earlier CM version 



 

This document is for informational purposes only. Amazon Web Services, Inc. and its affiliates (AWS) make no 
representations or warranties of any kind, whether express or implied, with respect to this Playbook. 

 

11 

curl -k -u username https://replace_with_CM_URL:7183/api/v19/clusters/cluster/services | jq2 

'.items[].type' > service_list.txt 

 

The list of running services will have an impact on the cloud deployment topologies and 

storage technologies that you can choose from later. 

 

Data 

 
◆ How much HDFS storage e.g. Hive, HBase,Spark,Impala,Kudu  is in use today 

Cloudera Manager provides several metrics to understand your total configured HDFS 

capacity and how it is being used which helps you gather capacity requirements for your 

cloud deployments.  

 

 

HDFS total capacity and capacity used overview in Cloudera Manager 

 

For a more detailed breakdown on how your applications or users are consuming HDFS 

capacity, navigate to the HDFS reports in Cloudera Manager by selecting Clusters-

>your_cluster->Reports from the top navigation bar. There you can select from different 

usage views based on directories, users or groups 

 

 
 

HDFS capacity used by directory overview in Cloudera Manager 

 

If you are running Apache Kudu on your on-premises cluster as well, you can check the 

capacity it is using by navigating to the Kudu service in Cloudera Manager and by looking 

at two metrics kudu_on_disk_data_size and kudu_on_disk_size. Kudu_on_disk_size is more 

                                                 
2 jq is a JSON processor available here: https://stedolan.github.io/jq/  

https://stedolan.github.io/jq/
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relevant when you are planning for your capacity needs in the cloud since it provides 

information about how much capacity in total Kudu consumes - which includes actual 

data as well as Kudu metadata. 

 

 
 

Kudu capacity in Cloudera Manager. Green line represents kudu_on_disk_data_size, 

blue line represents kudu_on_disk_size. 

 

◆ Identify replication levels 

◆ Discuss current Storage regime (SAN/iSCSI etc. with customer during Pro-Serv    

conversations 

◆ Remote Data Ingestion sources and methods 

Identify external data sources that are consumed in the cluster via Flume, Sqoop, Storm, 

Kafka etc. Some of these services may need to be migrated to the new cluster. 

 

Compute: How many servers and of what type i.e. Cores/RAM/Networking 

You must ascertain and document the types of servers and in particular the 

speed and number of cores as well as total RAM available on each server 

running a core  Cloudera component e.g. Master Node, Data Node, Utility node, 

Security Node, Gateway node etc. 

 

This information can be used to map into appropriate AWS instance types you 

run your CDH and application code on in the “to-be” environment. 

 

https://hadoop.apache.org/docs/current/hadoop-project-dist/hadoop-hdfs/HdfsDesign.html
https://www.cloudera.com/documentation/enterprise/5-8-x/topics/cm_ig_host_allocations.html
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Please refer to EC2 instances  or talk with your AWS Sales contact or Solutions 

Architect. 

  

 

Networking 

Capacity 

◆ 10G/20G/40G 

CDH clusters are always “on” and dues to the distributed nature of HDFS are 

always consuming network bandwidth whether this is for applications to access 

data or is internal housekeeping like HDFS block level replication which ensures 

high availability of data. You just determine wat kinds of networking the on-

premises solution currently leverages and should replicate this choice as far as 

possible when selecting AWS EC2 instance types. 

 

Firewall/Ports (translates to Security Groups/NACLS) 

◆ Inter-application FW / port needs 

It is best practice to configure the EC2 Security group on every instance you 

boot, even if this instance is inside a VPC. In order to do this you need to create a 

table that documents which applications and CDH components require which 

firewall ports to be open on-premises (usually via IPtables and/or a hardware 

firewall) and propagate these same restrictions to your instances via WS EC2 

Security Groups and where appropriate Network ACLS. 

 

https://aws.amazon.com/ec2/instance-types/
https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/enhanced-networking.html
https://d1.awsstatic.com/whitepapers/Security/AWS_Security_Best_Practices.pdf
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◆ Remote connectivity needs 

What remote connectivity into the environment is required? It is best practice     

from a Hadoop perspective to have customers launch their jobs using clients                            

installed on “Gateway class “ (jump host). These systems have Hive clients etc.   a

ll of which can access the core Hadoop services. From an AWS Well Architected 

perspective the EDH cluster should be launched into a VPC, in a private subnet   

and connectivity to/from the Internet should happen via a NAT Gateway.  It is    

not recommended that the cluster be launched in a public subnet. 

See the diagram below for a typical network configuration using a NAT Gateway. 

 

You will need to define the VPC , Subnet etc. for your Migration as defined in the 

next section. 

 

https://aws.amazon.com/architecture/well-architected/
https://docs.aws.amazon.com/vpc/latest/userguide/vpc-nat-gateway.html
https://aws.amazon.com/answers/networking/aws-single-vpc-design/
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Security 
One of the biggest concerns of organizations moving to the cloud is how they can make 

sure their data is stored and processed securely. In order to plan for your security setup in 

the public cloud, you first need to understand the existing security configuration of your 

on-premises clusters. A good way of doing this is to look at four different pillars of 

security: Authentication, Authorization, Encryption and Metadata Management & 

Governance. Based on your on-premises configurations, you can then make decisions 

about which technologies you have to use in the public cloud to secure access, encrypt 

data at rest and in flight and provide data governance. 

 

 

Cluster Authentication Authorization Encryption Metadata & 

Governance 

Cluster 1 Active Directory 

+ Kerberos 

Apache Sentry SSL/TLS + 

HDFS 

encryption 

Cloudera 

Navigator 

Cluster 2  Active Directory 

+ Kerberos 

NA SSL/TLS Cloudera 

Navigator 

 

 

Hadoop Eco-System 

◆ Sentry tables  

You should review your Sentry Configuration to understand how it restricts        

access in the current on-premises environment. 

 

◆ Hue  

Hue is a graphical UI that lets business users perform a rich set of complex         

operations against a Cloudera environment. This simplifies business processes     

and reduces support costs. Hue generally leverages MariaDB (MySQL) to store    

user information. 

◆ Kerberos 

Many Hadoop services in Cloudera as well as general cluster users can be            

authorized/authenticated using Kerberos tickets.  

You must understand where the Key Distribution Center is and how keytabs and 

other files (XML) have been modified and distributed. Professional Services will h

elp plan setting up the new Kerberos environment. 

 

https://www.cloudera.com/documentation/enterprise/5-9-x/topics/cm_sg_sentry_service.html
https://www.cloudera.com/documentation/enterprise/5-15-x/topics/hue.html
https://www.cloudera.com/documentation/enterprise/5-16-x/topics/hue_dbs_0.html
https://www.cloudera.com/documentation/enterprise/5-16-x/topics/cdh_sg_cdh5_hadoop_security.html
https://www.cloudera.com/documentation/enterprise/5-16-x/topics/sg_auth_overview.html
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Metadata (MariaDB/Mysql) for Hive-Hue-Oozie etc. 
 

Document (at a minimum) the following service accounts for components that 

require MySQL (MariaDB) database storage. 

• Cloudera Manager Server 

• Cloudera Management Service roles: 

• Activity Monitor (if using the MapReduce service in a CDH 5 cluster) 

• Reports Manager 

• Hue 

• Each Hive metastore 

• Sentry Server 

• Cloudera Navigator Audit Server 

• Cloudera Navigator Metadata Server 

• Oozie 

 

You may want to back these MariaDb/MySQL dependencies up before starting any 

migration.    Pro-Serv will work with the customer on pre-migration best practices 

and will leverage BDR (Backup Data Recovery tool)  to migrate these databases to 

the new cluster. 

 

 

  

https://www.cloudera.com/documentation/enterprise/5/latest/topics/cm_ig_mysql.html
https://www.cloudera.com/documentation/enterprise/5-16-x/topics/cm_ag_backup_dbs.html
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Microsoft RBAC/Active Directory Needs 

◆ Professional Services will work with the customer to appropriately migrate AD re

sources according to the specific use case and best practices.  
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Creating the to-be AWS Architecture 

Steps to achieve this successfully are: 
 

1. Use AWS LandingZone or Control tower to configure (at least a VPC) 

2. Provisioning dedicated AWS Instance for Cloudera Altus Director (2.8 – May 2019) 

3. Connect to Director/Deploy CDH Enterprise Cluster per SOW using  template  

4. Configure Kerberos Using Altus Director or with Pro-Serv assistance  

5. Migrate your metadata and Security configurations 

6. Migrate you HDFS and other Data 

7. Test the new Environment 

8. Cutover 

 

Follow this Cloudera Advanced guide, paying particular attention to the following based 

on your discovery phase described earlier in this document.  

Have the correct AMIs with the CDH version ready in your region. 

   

 

  

Use AWS LandingZone or Control tower to configure (at least a VPC)  
 

◆ VPC: to match network for CDH cluster 

◆ Define the appropriate Subnet/Masks etc. 

◆ NAT gateway 

◆ Direct Connect/IPSEC VPN–talk to Hosting provider to arrange cross connect beforeh

and   

 

 

 

 

Provisioning dedicated AWS Instance for Cloudera Altus Director-2.8 May’19 
 

On AWS, Cloudera Director requires a dedicated Amazon EC2 instance. The simplest approach is 

to create this instance in the same VPC and subnet where you want Cloudera Director to deploy 

a Cloudera Manager and your CDH cluster via the “let’s get started”  button. 

 

 

 

  

https://aws.amazon.com/solutions/aws-landing-zone/
https://aws.amazon.com/controltower/features/
https://www.cloudera.com/documentation/director/2-8-x/topics/director_get_started_aws_install_cm_cdh.html#concept_qdt_jgb_3t
https://aws.amazon.com/answers/networking/aws-single-vpc-design/
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Connect to Director/Deploy CDH Enterprise Cluster per SOW using template  
 

Although it is possible to provision a CDH cluster manually, this requires considerable effort so it is 

recommended a Cloudera template is used. 

 

You should use a template that matches the number and types of instance, EC2 storage etc. By 

invoking this template the “to-be” architecture will match what is on the SOW. 

 

Review the template before instantiating it via Cloudera manager paying attention to fields (such 

as) 

 

 

Instance Template Name 

Instance Type 

Image (AMI) ID: enter the ID for the Amazon machine image (AMI). Note: To reduce cluster 

bootstrap times, you can preload the AMIs you use with Cloudera Manager and CDH. For more 

information, see Using Custom Repositories with Cloudera Manager and CDH. 
Tags: add one or more tags to associate with the instance. Note: Altus Director uses 

the Name field on AWS. If you want to create a custom key value for this field in place of 

"Name," see Configuring Altus Director to Use Custom Tag Names on AWS. 
Security group IDs: enter the security group ID you set up in Creating a New Security Group. It 

may be necessary to modify security groups post install for things like SSH. 

VPC subnet ID:  enter the ID of the VPC subnet that was created during VPC setup 

Advanced Options if you want to specify additional values for optional features, such as EBS, 

IAM, Spot instances, Auto Scaling groups, and AWS user data. 

Note: With Altus Director 2.4 and higher, you can enter opaque data or scripts in the User data 

field of the instance template, and this data will be passed to the instances as they are 

launched, using the EC2 user data mechanism. Note that AWS requires user data to be 

base64-encoded. You must perform the base64-encoding manually. For more information, 

including examples, see Instance Metadata and User Data in the AWS documentation. 

Desired License Type field, select Cloudera Enterprise as it includes the core CDH services 

(HDFS, Hive, Hue, MapReduce, Oozie, Sqoop 1, YARN, and ZooKeeper) and, depending on the 

license edition, one or more additional services (Accumulo, HBase, Impala, Navigator, Solr, 

Spark).  

Create /Connect to Database Server for Cloudera manager: For information about using an 

external database for Altus Director server, see the following pages: 

• Using MySQL for Altus Director Server Using MariaDB for Altus Director Server 

Configure Cloudera Manager Options 

Configure Add Cluster options 

 

 

  

 

https://www.cloudera.com/documentation/enterprise/5-9-x/topics/install_cluster_template.html
https://www.cloudera.com/documentation/director/latest/topics/director_create_ami.html#xd_583c10bfdbd326ba-590cb1d1-149e9ca9886--6f69
https://www.cloudera.com/documentation/director/latest/topics/director_aws_custom_tag_names.html#concept_on3_vkp_xz
https://www.cloudera.com/documentation/director/latest/topics/director_aws_setup_client.html#concept_gpj_1lt_nv
https://www.cloudera.com/documentation/director/latest/topics/director_aws_setup_client.html#concept_cpj_1lt_nv
http://docs.aws.amazon.com/AWSEC2/latest/UserGuide/ec2-instance-metadata.html
https://www.cloudera.com/documentation/director/latest/topics/director_use_ext_db_for_director_data.html#xd_583c10bfdbd326ba-590cb1d1-149e9ca9886--6fb9
https://www.cloudera.com/documentation/director/latest/topics/director_use_mariadb_for_director_data.html#director_use_mariadb_for_director_data
https://www.cloudera.com/documentation/director/latest/topics/director_ui_cluster_shrink.html
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Configure Kerberos Using Cloudera Manager Wizard as Cluster/Full Admin 
 

Cloudera Manager provides a wizard for integrating your organization's Kerberos instance with 

your cluster to provide authentication services.  

Your cloud based clusters will need to communicate with a directory service that supports 

Kerberos authentication for Cloudera services and users. One way this could be implemented is: 

Setup a new directory service in the cloud in the same region like your clusters and 

synchronize users from on-premises to the cloud service. This is the best practice 

recommendation.  

 

When evaluating cloud-based directory services make sure that they support Kerberos and can 

be integrated with the Cloudera services. 

 

Reach out to your directory services vendor to understand details and get their recommendations 

for user synchronization in the cloud. 

 

Kerberos-enabled Cloudera clusters require forward and reverse DNS resolution to work properly. 

This means that the DNS service of your choice must support forward and reverse DNS 

resolution. When working with transient or elastic clusters, it is beneficial if your DNS service 

provides Secure Dynamic DNS. Secure Dynamic DNS allows nodes to automatically update their 

DNS name when an IP address changes. When you create a new cluster or add nodes to an 

existing clusters, they are able to self-register with the DNS service without requiring manual 

intervention. 

 

AWS Route53 is a very flexible solution working inside of VPCs 

 

Three things need to be already configured before trying to “Kerberize” your cluster. 

1. Kerberos must already be deployed in your organization and the Kerberos key distribution 

center (KDC) must be ready to use, with a realm established. For Hue and Oozie, the 

Kerberos realm must support renewable tickets. 

2. Your Linux hosts must by this stage be communicating with the appropriate AD server. 

For example: The Centrify PAM plugin or SSSD will be used to communicate from Linux to 

A.D.  

3. Important: Before integrating Kerberos with your cluster, configure TLS/SSL encryption 

between Cloudera Manager Server and all Cloudera Manager Agent host systems in the 

cluster. During the Kerberos integration process, Cloudera Manager Server sends keytab 

files to the Cloudera Manager Agent hosts, and TLS/SSL encrypts the network 

communication so these files are protected. See Configuring TLS Encryption for Cloudera 

Manager for details. 

 

Once you are conditions 1-3 are met, then follow instructions here, step by step.  

https://docs.aws.amazon.com/vpc/latest/userguide/vpc-dns.html
https://docs.centrify.com/en/css/2018-html/index.html#page/Planning,_preparation,_and_deployment/unix_pam_services.html
https://pagure.io/SSSD/sssd/
https://www.cloudera.com/documentation/enterprise/5-16-x/topics/how_to_configure_cm_tls.html#concept_wk4_jlx_qw
https://www.cloudera.com/documentation/enterprise/5-16-x/topics/how_to_configure_cm_tls.html#concept_wk4_jlx_qw
https://www.cloudera.com/documentation/enterprise/5-16-x/topics/cm_sg_intro_kerb.html
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Attach Extra EBS Volumes for Persistent Data If Need Be 
 

Please follow instructions here to make the volumes available to the Linux Kernel on the AWS 

host 

How are EBS volumes attached to a Data Node that is down to increase HDFS space? 

How is space ‘rebalanced’ on more than just %space consumed?  

https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/ebs-attaching-volume.html
https://www.cloudera.com/documentation/director/latest/topics/director_ebs_for_cm_and_cdh.html
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Migration Targets for Security: In Order 

 

IAM needs  

You cannot use AWS IAM as a source for users and groups for your Cloudera services. 

However, you can configure Cloudera clusters and services to leverage AWS IAM services 

to authenticate access against Amazon S3.  Cloudera supports assigning IAM roles to a 

cluster so that all services running on that cluster are authenticated and can access the 

data stored in the object store protected by S3 access policies.  

 

Hive Metadata 

If your HDFS “to-be” environment leverages either EBS volumes or S3 you can use 

Cloudera’s BDR functionality to migrate your Hive metastore to the new cloud clusters. 

The result will be a copy of your on-premises Hive metastore, pointing to the files and 

directories in HDFS on AWS.  Also see this. 

 

If you have decided to move part of your data to S3 for certain workloads that require 

Hive metadata to work, you can use BDR’s Hive replication feature to migrate Hive 

metadata and HDFS data to the object store of your choice. Once the data has been 

copied to the object store and you have created a cluster with Altus Director, you can use 

BDR’s Hive-on-Cloud (Reference Data From Cloud in C6) restore feature. This feature takes 

an existing backup from S3 and restores the Hive tables in the new Hive metastore while 

keeping the data in the object store. It automatically changes the location of previously 

HDFS-based tables to S3-based tables so that Hive and Impala will directly query data in 

the object store without copying it to HDFS first. See Using Cloudera Manager’s Backup 

and Disaster Recovery (BDR) feature for more details. 

 

 

Hive Data 
If you have migrated your Hive Metadata you can migrate the data itself following this 

 

 

 

  

http://www.cloudera.com/documentation/enterprise/latest/topics/cm_auth_aws.html
https://blog.cloudera.com/blog/2017/08/use-amazon-s3-with-cloudera-bdr/
https://www.cloudera.com/documentation/enterprise/5-15-x/topics/cm_ag_backup_dbs.html#xd_583c10bfdbd326ba--6eed2fb8-14349d04bee--7e98
https://www.cloudera.com/documentation/enterprise/latest/topics/cm_bdr_hive_replication.html#concept_agt_f4t_bx
https://www.cloudera.com/documentation/enterprise/5-16-x/topics/cm_bdr_howto_hive.html
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SENTRY Data 

Apache Sentry is a granular, role-based authorization module for Hadoop. Sentry provides 

the ability to control and enforce precise levels of privileges on data for authenticated 

users and applications on a Hadoop cluster. Sentry currently works out of the box with 

Apache Hive, Hive Metastore/HCatalog, Apache Solr, Impala, and HDFS (limited to Hive 

table data). 

 

 
 

 
If you are using HDFS as your primary data store for your cloud clusters and you are using 

the same HDFS directory structure as on-premises, you can migrate your existing Apache 

Sentry policies.  

 

To do this you can either: 

 

● Create a backup of your Sentry database on-premises and restore it to your new Sentry 

database on AWS - Make sure to use the same CDH versions and database versions and 

to test the policies in the cloud extensively. 

● If you are granting and revoking permissions based on scripts you can re-apply them on 

the new AWS cluster 

● If you are using Cloudera Navigator, you can create a custom report to export all Sentry 

CREATE ROLE, GRANT and REVOKE statements. Go to the “Audits” tab in Cloudera 

Navigator and create a new report with the filters shown in the screenshot below. Make 

sure to set the time range to custom to capture all permission related events.  It is best 

practice to back up Sentry privileges on a regular basis along with a DB back-up You can 

https://www.cloudera.com/documentation/enterprise/5-15-x/topics/cm_ag_backup_dbs.html#xd_583c10bfdbd326ba--6eed2fb8-14349d04bee--7e98
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then export the report by going to “Actions->Export”, select “CSV” and only select 

“Operation Text” to export only the commands themselves.  

 

 
Figure: A Cloudera Navigator report only showing Sentry permission management statements 

 

 

 
Figure: A sample output of an exported Sentry permission log 

 

Using Apache Sentry on data in object stores 

Cloudera supports assigning IAM roles to a cluster so that all services running on that cluster are 

authenticated and can access the data stored in the object store protected by S3 access policies.  

 

If you need to set more granular access policies (e.g. a group is only allowed to access a certain 

set of columns in a file) you can still use Apache Sentry with Hive tables created on top of data 

stored in object stores.  

 

Sentry works differently for object stores like S3 than it does for HDFS. Other than with HDFS, 

Sentry does not offer an option to synchronize its permissions on Hive tables to the underlying 

files in the object stores.  

http://www.cloudera.com/documentation/enterprise/latest/topics/cm_auth_aws.html
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If you want to use additional Sentry access policies, you have to use Cloudera’s S3 connector. 

This service stores the cloud provider credentials securely in Cloudera Manager and provide them 

to the services after an access request has been permitted. Using the S3 connector in secure 

mode is currently supported for Impala and Hue services.  

 

 

 

 

Migrating Cloudera Navigator metadata 

Cloudera Navigator stores technical metadata about files and operations as well as data lineage 

and audit information. If you are considering completely migrating away from your on-premise 

environment and you want to keep your historical data from Navigator, make sure to perform a 

database backup (to be discussed with Pro-Serv on a case by case basis)  and restore it to the 

new Navigator database in the cloud.  

 

If you don’t have a requirement to move the historical metadata to the new cluster, you can just 

let Navigator index the data again once it has been copied to the new cluster. It will automatically 

log operations and their executions as well as logging all audit events occurring on the cluster. 

 

Migrating other databases (Hue,Oozie etc) 

Cloudera Manager, Hue and Oozie databases can contain data that you want to keep and reuse 

in your new cloud environments. Consult the Cloudera documentation to decide if their content 

is important to you and migrate the databases by backing them up and restoring them. 

 

 
 

Deploy RDS (MySQL/MariaDB) for Hadoop Ecosystem Metadata etc. 
This should have happened via the template invoked earlier during the director/manager cluster 

deployment phase. It is also possible to use a connection to an existing RDS or standalone 

instance. 

 

 

 

 

 

 
Migrate MySQL/MariaDB schema and data from “as-is” environment 

  

 
◆ Use BDR 

Best practice for migrating MySQL/MariaDB schema from our Proserv team is to use BDR.  

This will migrate the entire database. Pro-Serv should be engaged in planning this. 

http://www.cloudera.com/documentation/enterprise/latest/topics/admin_s3_config.html#admin_s3_config
https://www.cloudera.com/documentation/enterprise/5-15-x/topics/cm_ag_backup_dbs.html#xd_583c10bfdbd326ba--6eed2fb8-14349d04bee--7e98
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          Use TPC tests to validate stability of new cluster 

 

Configure S3(buckets)/Permissions - if needed 

 

Configure CDH cluster -> S3 connectivity - if needed 
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Initiate data migration steps after consultation with Cloudera Pro-Serv. High level 

possibilities include: 

◆ BDR tool 

◆ Snowball  

◆ Via Direct Connect 

 
This tutorial steps through the processes of creating and running a backup replication schedule, 

and creating a restore replication schedule designed for future use. 

Preparing for disaster recovery includes these three major tasks: 

• Backing Up HDFS Files 

• Configuring a Restore Replication Schedule 

• Recovering from Catastrophic Data Loss 

Backup and restore are both configured and managed using Replication Schedules, available 

from the Backup menu on Cloudera Manager Admin Console: 

 

 
 

 

Note: Screenshots in this guide show version 5.9 of the Cloudera Manager Admin Console. 

The backup and restore processes are configured, managed, and executed using replication 

schedules. Each replication schedule identifies a source and a destination for the given replication 

process. The replication process uses a pull model. When the replication process runs, the 

configured destination cluster accesses the given source cluster and transparently performs all 

tasks needed to copy the HDFS files to the destination cluster. 

The destination cluster handles configuration and running the schedule. Typically, creating a 

backup replication schedule takes place on the backup cluster and creating a restore replication 

schedule takes place on the production cluster. Thus, as shown in this tutorial, the example 

https://www.cloudera.com/documentation/enterprise/5-16-x/topics/cm_bdr_howto_hdfs.html
https://www.cloudera.com/documentation/enterprise/5-16-x/topics/cm_bdr_howto_hdfs.html#backup_hdfs_from_prod_to_backup
https://www.cloudera.com/documentation/enterprise/5-16-x/topics/cm_bdr_howto_hdfs.html#replicate-data-from-backup-cluster
https://www.cloudera.com/documentation/enterprise/5-16-x/topics/cm_bdr_howto_hdfs.html#catastrophic_data_loss
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production cluster, cloudera-bdr-src-{1..4}.cloud.computers.com, is the source for the backup 

replication schedule and the destination for the restore replication schedule. 

Backing Up HDFS Files 

The backup process begins at the Cloudera Manager Admin Console on the cluster designated as 

the backup, and includes these steps: 

• Step 1: Establish a Peer Relationship to the Production Cluster 

• Step 2: Configure the Replication Schedule for the Backup 

• Step 3: Verify Successful Replication 

Step 1: Establish a Peer Relationship to the Production Cluster 

For a backup, the destination is the backup cluster, and the source is the production cluster. 

The cluster establishing the peer relationship gains access to the source cluster and can run the 

export command, list HDFS files, and read files for copying them to the destination cluster. These 

are all the actions performed by the replication process whenever the defined schedule goes into 

action. 

Defining the replication starts from the Cloudera Manager Admin Console on the backup cluster. 

1. Log in to Cloudera Manager Admin Console on the backup cluster. 

2. Click the Backup tab and select Peers from the menu. 

3. On the Peers page, click Add Peer: 

 

 

4. On the Add Peer page: 

a. Peer Name - Enter a meaningful name for the cluster that you want to back up. This peer 

name becomes available in the next step, to be selected as the source for the replication. 

b. Peer URL - Enter the URL for the Cloudera Manager Admin Console running on the master 

node of the cluster. 

c. Peer Admin Username - Enter the administrator user account for the production cluster. 

d. Peer Admin Password - Enter the password for the administrator account for the production 

cluster. 

https://www.cloudera.com/documentation/enterprise/5-16-x/topics/cm_bdr_howto_hdfs.html#establish_peer_from_backup_to_source
https://www.cloudera.com/documentation/enterprise/5-16-x/topics/cm_bdr_howto_hdfs.html#configure_hdfs_replication_schedule_for_backup
https://www.cloudera.com/documentation/enterprise/5-16-x/topics/cm_bdr_howto_hdfs.html#validate_the_backup
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5. Click Add Peer to save your settings, connect to the production cluster, and establish this peer 

relationship. 

After the system establishes and verifies the connection to the peer, the Peers page re-displays, 

showing the Status column as Connected (note the green check-mark): 

 

 
 

 

With the peer relationship established from destination to source, create a schedule to replicate 

HDFS files from the source (production cluster) to the destination (backup cluster). 

Step 2: Configure the Replication Schedule for the Backup 

From the Cloudera Manager Admin Console on the backup cluster: 

1. Click the Backup tab and select Replication Schedules from the menu. 

2. On the Replication Schedules page, select Create Schedule > HDFS Replication. 

3. On the Create HDFS Replication page, click the General tab to display the default schedule 

options: 

a. Source - Make sure the cluster node selected in the drop-down is the production cluster (the 

cluster to be backed up). 
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b. Source Path - Specify the directory name on the production cluster holding the files to back 

up. Use an asterisk (*) on the directory name to specify that only the explicit directory and no 

others should be created on the destination. Without the asterisk, directories may be nested 

inside a containing directory on the destination. 

c. Destination - Select the cluster to use as the target of the replication process, typically, the 

cluster to which you have logged in and the cluster to which you want to backup HDFS data. 

d. Destination Path - Specify a directory name on the backup cluster. 

e. Schedule - Immediate. 

f. Run As Username - Leave as Default. 

g. Scheduler Pool - Leave as Default. 

4. Click Save Schedule. 

 

 
 

 

The files are replicated from the source cluster to the backup cluster immediately. 

When the process completes, the Replication Schedules page re-displays, showing a green check-

mark and time-stamp in the Last Run column. 
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Step 3: Verify Successful Replication 

Verify that the HDFS files are now on the backup cluster by using the HDFS File Browser or 

the hadoop fs -ls  command (shown below): 

 

 
 

 

The HDFS files are now on both the production cluster and the backup cluster. 

You can now use the backup as a source for a restore onto the production system when needed. 

Configuring 
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 Deploy application code (CI/CD Managed Jenkins etc) 
 

Test application functionality including but not limited to: 
◆ Look at encryption at rest, in flight and obfuscation 

◆ Business application testing 

Test application performance 
 

Test snapshots and restore functionality if need be 
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Automation and Tooling  

Action: Professional Services has proprietary scripts and processes which will be utilized in the 
migration based on the specific use case for the customer and best practices. 
 

 

GOAL TOOL NAME NOTES 
Migrate hive metadata BDR  
Migrate HDFS data BDR  
   

 

 

Automation and Tooling guideline checklist 
 

✓ Automation scripts for migration or operational activities 
✓ List of tools used 
✓ “How To” guidelines 
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As migrations complete examples will be 
added here 
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FAQ 

Q: What is a workload? 
 
A workload is a service or product or application from an ISV that will be migrated to AWS. 
 
Q: What are 6Rs? 

 

 
Rehost (“lift and 
shift”) 

We find that the majority of applications are rehosted. Most rehosting can be 
automated with tools such as AWS SMS although you may prefer to do this 
manually as you learn how to apply your legacy systems to the cloud. 
 

 
 
Replatform (“lift, 
tinker and shift”) 

This entails making a few cloud optimizations in order to achieve some tangible 
benefit without changing the core architecture of the application. For example, 
you may be looking to reduce the amount of time you spend managing database 
instances by migrating to a managed relational database service such as Amazon 
Relational Database Service (RDS), or migrating your application to a fully 
managed platform like AWS Elastic Beanstalk. 
 

 
Repurchase (“drop 
and shop”) 

This is a decision to move to a different product and likely means your 
organization is willing to change the existing licensing model you have been 
using. For workloads that can easily be upgraded to newer versions, this strategy 
might allow a feature set upgrade and smoother implementation. 
 

 
 
Repurchase (“drop 
and shop”) 

Typically, this is driven by a strong business need to add features, scale, or 
performance that would otherwise be difficult to achieve in the application’s 
existing environment. If your organization is looking to boost agility or improve 
business continuity by moving to a service-oriented architecture (SOA) this 
strategy may be worth pursuing - even though it is often the most expensive 
solution. 
 

 
Retire 

Identifying IT assets that are no longer useful and can be turned off will help 
boost your business case and direct your attention towards maintaining the 
resources that are widely used. 
 

 
 
Retain 

You may want to retain portions of your IT portfolio because there are some 
applications that you are not ready to migrate and feel more comfortable 
keeping them on-premises, or you are not ready to prioritize an application that 
was recently upgraded and then make changes to it again. 
 

 
 

https://aws.amazon.com/cloud-migration/#sms
https://aws.amazon.com/rds/
https://aws.amazon.com/rds/
https://aws.amazon.com/elasticbeanstalk/
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Q: What are the common security requirements? 
 

 
 
 
Network Security 

▪ Firewall (NACL/Security Group) rules 
▪ IDS/IPS 
▪ WAF 
▪ Bastion Hosts 
▪ Private/Public Subnets 
▪ Hybrid/External connectivity, IP whitelisting & AWS PrivateLink etc. 
 

 
Data Security 
 

▪ Encryption (at rest/in transit) 
▪ Data resiliency & replication 
▪ Data availability and Integrity 

 

 
User Access 

▪ Users/Roles/Cross account access etc. 
▪ Authentication/Authorization/MFA 

 

Governance and 
Compliance 

▪ Audit requirements 
▪ Any compliance certifications needed etc. 

 

 
Monitoring and 
Incident 
Management 

▪ Security assessments 
▪ Proactive threat management 
▪ Logging & Analysis 
▪ Traffic pattern analysis 

 

Disaster Recovery 
and Business 
Continuity 

▪ Replication 
▪ Failover 
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Additional Resources 

ISV Partner Resource Links 

• Product overview 

• AWS Marketplace link 
  

 

AWS Resource Links  
 

Update with relevant link to the post/document/links 

• Demo Migrations 

• Quick Start 

• Documentation 

• Blog Posts 

• White papers 

• Tutorials & Videos 

 

 

 

 

 

 

 

 

 

  

 

https://www.teradata.com/Products/Cloud/IntelliCloud
https://aws.amazon.com/marketplace
https://aws.amazon.com/getting-started/tutorials/
https://aws.amazon.com/quickstart/
https://docs.aws.amazon.com/index.html
https://aws.amazon.com/blogs/database/category/migration/
https://aws.amazon.com/whitepapers/
https://aws.amazon.com/getting-started/tutorials/
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Appendix 

May include: Runbooks, RACIs, Design document templates, Deliverable templates, 

Process documentation, Best practices, and pricing models etc. 

Elastic Compute Cloud (EC2) 

With Elastic Compute Cloud (EC2), users can rent virtual machines of different configurations, on 

demand, for the time required. For this deployment, EC2 instances are the equivalent of servers 

that run Hadoop. EC2 offers several different types of instances with different pricing options. 

For Cloudera Enterprise deployments, each individual node in the cluster conceptually maps to 

an individual EC2 instance. A list of vetted instance types and the roles that they play in a 

Cloudera Enterprise deployment are described later in this document. 

 

Simple Storage Service (S3) 

Simple Storage Service (S3) allows users to store and retrieve various sized data objects using 

simple API calls. S3 is designed for 99.999999999% durability and 99.99% availability. S3 

provides only storage; there is no compute element. The compute service is provided by EC2, 

which is independent of S3. 
 

Relational Database Service (RDS) 

Relational Database Service (RDS) allows users to provision different types of managed relational 

database instances, including Oracle and MySQL. RDS handles database management tasks, such 

as backups for a user-defined retention period, point-in-time recovery, patch management, and 

replication, allowing users to pursue higher value application development or database 

refinements. 

 

DMS 

The AWS Database Migration Service (DMS) is a software tool for migrating an on-premises 

database to the Amazon Web Services cloud. AWS DMS can handle homogenous migrations, 

such as Oracle to Oracle, as well as heterogeneous migrations, such as Oracle to MySQL. This is 

one option to migrating user, security and metadata data from (say) MySQL storing critical data 

for Hue, HiveServer2 or Sentry into an AWS RDS instance. 

 

https://aws.amazon.com/dms/
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Elastic Block Store (EBS) 

Elastic Block Store (EBS) provides block-level storage volumes that can be used as network 

attached disks with EC2 instances. Users can provision volumes of different capacities with 

varying IOPS and throughput guarantees. Unlike S3, these volumes can be mounted as network 

attached storage to EC2instances and have an independent persistence lifecycle; that is, they can 

be made to persist even after the EC2 instance has been shut down. At a later point, the same 

EBS volume can be attached to a different EC2 instance. EBS volumes can also be snapshotted to 

S3 for higher durability guarantees. Encrypted EBS volumes can be provisioned to protect data 

in-transit and at-rest with negligible impact to latency. 

 

Direct Connect 

Use Direct Connect to establish direct connectivity between your data center and AWS region. 

You can configure direct connect links with different bandwidths based on your requirement. 

With this service, you can consider AWS infrastructure as an extension to your data center. You 

must work with your telco provider and your hosting provider to accomplish this. 
 

Virtual Private Cloud (VPC) 

With Virtual Private Cloud (VPC), you can logically isolate a section of the AWS cloud and 

provision services inside of that isolated network. Using VPC is recommended to provision 

services inside AWS and is enabled by default for all new accounts. VPC has various configuration 

options for accessibility to the Internet and other AWS services. You can create public-facing 

subnets in VPC, where the instances can have direct access to the public Internet gateway and 

other AWS services. Instances can be provisioned in private subnets too, where their access to the 

Internet and other AWS services can be restricted or managed through network address 

translation (NAT).This second method is more secure and is recommended per AWS well 

architected solutions. 

 

RDS instances can be accessed from within a VPC. 

 

  

https://aws.amazon.com/well-architected-tool/
https://aws.amazon.com/well-architected-tool/
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Customer References 
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