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Introduction/Executive Summary
SAP HANA and Cloudera Enterprise provide powerful and flexible platforms for managing  
and analyzing data. The HANA in-memory architecture supports high-performance and 
real-time analytics, while Cloudera supports economical and secure storage and processing 
for petabyte scale data sets. 

While each of these systems provide powerful data management and analysis solutions for 
organizations, by themselves they present challenges when building a comprehensive data 
management platform:

• Organizations are dealing with constant growth in data volumes, both from existing data 
sources as well as new data sources. Storing and analyzing these large volumes of data in 
HANA becomes prohibitive over time, both in terms of cost and resource usage.

• The variety of data becomes a challenge as well. Modeling and storing multi-structured 
data such as logs, social media feeds, documents, or images is difficult in a relational data 
store such as HANA.

• While Cloudera Enterprise provides economical and flexible storage, processing, and 
analysis for big data, it does not yet have all of the functionality expected from a platform 
hosting relational workloads such as an online transaction processing (OLTP) database  
or a data warehouse.

Companies are addressing these challenges by creating an integrated architecture with 
HANA and Cloudera Enterprise. This architecture allows Cloudera Enterprise to be leveraged 
for consuming and storing the large volumes and variety of data required for running a 
business, while optimizing resource usage on HANA.  

In this paper we’ll discuss these challenges and go into detail on how an integrated architecture 
provides a solution to address these challenges.

Overview of Cloudera Enterprise
Cloudera Enterprise provides a platform that provides powerful and cost-effective manage-
ment and processing for massive amounts of multi-structured data. Figure 1 below provides 
a high level view of the components in Cloudera Enterprise, including the core components 
that provide these data storage and processing capabilities, as well as management and 
security of these components and data managed. These core components include:

• Storage: Core storage in Cloudera Enterprise is provided by the Hadoop Distributed File 
System, a scalable, distributed data store. Apache HBase provides real-time access to 
data stored in HDFS, while Kudu provides a flexible storage layer facilitating fast analytics 
on rapidly changing data.

• Processing and resource management: It is important to note that Cloudera Enterprise 
supports core processing frameworks such as MapReduce and Spark. Resource 
management, including YARN, is also a core component of Cloudera Enterprise.
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Figure 1: Cloudera Enterprise
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In addition to scalable storage and processing of large volumes of multi-structured data, 
Cloudera Enterprise provides several components that are key to an architecture combining 
HANA and Hadoop:

Data Access
Impala is an open-source analytic database tightly integrated with Hadoop. Impala’s support 
for popular Hadoop file formats and it’s massively parallel processing (MPP) architecture 
supports high-performance and highly concurrent SQL queries on data stored in Hadoop. 
These capabilities make Impala ideal for low latency, interactive workloads such as business 
intelligence and analytic queries. Later in this document we’ll discuss how these capabilities 
also provide optimized access to data in Hadoop via HANA.

Apache Hive
Like Impala, Apache Hive provides analysis and processing of Hadoop data via an SQL 
interface. Unlike Impala, Hive is a layer on top of Hadoop batch-processing frameworks 
such as MapReduce or Spark. This makes Hive less suitable for interactive queries, but  
as we’ll see Hive is sometimes a useful component in a HANA and Cloudera architecture.

Data Processing
Cloudera Enterprise includes components such as MapReduce and Spark that provide 
efficient parallel processing of data. Cloudera Enterprise also includes several components 
that provide enhanced analysis and processing of data, such as tools to perform machine 
learning and predictive analytics. These components make Cloudera Enterprise a powerful 
platform for processing and analyzing data in an integrated HANA and Cloudera architecture. 

Data Integration
In addition to storage and processing, Cloudera Enterprise also includes components that 
facilitate critical tasks such as data ingestion and movement, and which can also be central 
to a HANA and Cloudera architecture. This includes components such as:

• Apache Sqoop. Sqoop is a popular tool that provides functionality to move data between 
Hadoop and external data sources such as relational databases. This includes moving 
data between HANA and Cloudera, making Sqoop a potentially powerful component in  
a combined architecture, as we’ll discuss later.

• Apache Flume. Flume is a powerful tool that provides efficient, distributed ingestion of 
multiple streaming data sources into Hadoop. While not a core component in the integration 
of HANA and Cloudera, Flume will often be core to a big data architecture, for example 
applications implementing Internet of Things, machine data, or social media analysis  
use cases.

• Apache Kafka. Kafka is a distributed publish-subscribe messaging system that’s quickly 
becoming a core component in many big data architectures. While Kafka, like Flume, is not 
core to the integration of HANA and Cloudera, it’s capabilities make it an important data 
integration tool in many data processing pipelines built on Hadoop. We’ll discuss how 
Flume and Kafka can fit into an integrated data processing pipeline later in this paper.

Partner Ecosystem
Cloudera Enterprise also supports a rich partner ecosystem providing capabilities such as 
data integration, business intelligence and analytics, and data management and governance 
across data in SAP and Cloudera. These third-party components are commonly an integral 
part of an integrated solution.

In this paper, we’ll discuss in detail how these components of Cloudera Enterprise and 
third-party tools are used to implement powerful data processing and management 
solutions along with SAP HANA.
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Overview of SAP HANA
SAP HANA is a database and application server platform designed to support high-performance, 
real-time transactional, and analytic processing. The SAP HANA platform combines database, 
data processing, and application services, and adds libraries for tasks such as predictive, 
text, spatial, and business analytics.

The primary component for integrating HANA and Cloudera is SAP Smart Data Access (SDA). 
Smart Data Access is a tool to address integration and cost reduction for SAP HANA, and a 
foundational technology underlying the SAP Real-Time Data Platform (RTDP). SAP HANA 
Smart Data Access brings in-memory computing to data virtualization and supports integration 
of external data sources via a standard ODBC interface. This allows HANA to access remote 
data sources such as Apache Impala and Apache Hive as if they were local tables in HANA. 
This enables users to push queries to Impala or Hive and return results to HANA, join data 
between Impala or Hive and HANA, etc. For cases where it’s preferred to have data available 
directly in HANA, SDA provides the ability to populate local HANA tables with records 
selected from tables in Impala or Hive.

Benefits of Cloudera/HANA Integration
Cloudera Enterprise and SAP HANA individually provide powerful solutions to manage and 
process large amounts of data. Combining these solutions provides an even more powerful 
platform by addressing challenges with these systems as stand-alone solutions.

Cloudera Enterprise complements SAP HANA by addressing the following challenges:

Data Volume and Variety
The increasing growth in both volumes of data and variety of data presents challenges to 
traditional data management systems. With these traditional data management systems, 
companies often need to make tradeoffs in which data to retain and which data to discard 
because of both expense and technical complexity. 

Additionally, the multi-structured nature of many data sources such as social media feeds, 
machine data, documents, etc. presents challenges in modeling and storing this data. 

By providing a flexible data storage solution, Cloudera Enterprise provides an ideal platform 
for staging and long-term storage for all of an organization’s data. 

Resource Utilization
Cloudera Enterprise can provide significant advantages in an integrated architecture by 
offloading processing, thus freeing up HANA resources to more optimally serve queries and 
applications. The most common workloads to move off to Cloudera Enterprise includes resource 
intensive workloads such as ETL processing, but can also include moving queries and analysis  
to Cloudera Enterprise, particularly analysis against very large volumes of data.

Capacity Challenges
Cloudera Enterprise with HANA provides benefits by offloading data from HANA, for example 
historical data or data with less value. This data offload allows for the analysis of data over 
long time spans without requiring the complete history to be retained in HANA, freeing up 
capacity on HANA servers and reduces cost. This also allows data of less value or questionable 
value to be moved into Cloudera Enterprise for analysis and processing, further freeing up 
resources on HANA and reducing cost.

Analysis and Query Capabilities 
While Cloudera Enterprise is a powerful and flexible platform for storing and processing 
data, many data management tasks are better suited to a system such as HANA. This 
includes common data management tasks such as online transaction processing (OLTP), 
data warehousing, or online analytical processing (OLAP). 
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A combined architecture provides a platform that supports these traditional data management 
tasks with the ability to efficiently and economically manage the massive volumes of data 
required to meet today’s data challenges.

In the next sections we’ll provide a deeper discussion of how companies are using a combined 
architecture to provide solutions to their data challenges.

Use Cases 
Before diving deeper into architectural details, let’s discuss some typical use cases highlighting 
the benefits we discussed above. We’ll provide more details on how these use cases can be 
architected with an integrated solution below.

ETL Offload
Cloudera Enterprise provides an ideal platform for performing complex ETL processing  
on large volumes of data before loading to HANA. Offloading ETL processing to Cloudera 
Enterprise can reduce processing time and reduce resource usage on other systems such 
as HANA. This also facilitates leveraging structured and multi-structured data to perform 
analytics that are difficult without an integrated solution.

Data Storage and Staging
Because Cloudera Enterprise provides economical and flexible storage for large volumes of 
multi-structured data, it provides the ideal platform for ingestion and retention of all of an 
organization’s data. Once in Cloudera Enterprise the data can be transformed for import to 
HANA, analyzed in place, etc.

Enhanced Analytics
The integration of HANA and Cloudera Enterprise provides significantly enhanced analytic 
functionality. The following are examples of some of the analysis that this integration facilitates:

• Improved analytic capabilities by integrating data across HANA and Cloudera. For example, 
transactional customer data stored in HANA can be joined with behavioral data in Cloudera 
Enterprise such as web browsing history to drive enhanced insights into customer behavior. 

• Enhanced insights through access to data across larger time periods. As we’ve already 
noted, a common driver for the integration of HANA and Cloudera is the ability to join 
current (“hot”) data in HANA with historical (“warm” or “cold”) data in Cloudera. For 
example, a company may keep the last 6-12 months of customer records in HANA, and 
data from previous years in Cloudera. This reduces the required capacity and load on 
HANA, while allowing users to run data across longer time periods when required, for 
example to detect year-over-year trends. 

Data Exploration
Integrating Cloudera Enterprise with HANA provides additional benefits to data analysis by 
providing powerful data exploration and discovery capabilities. These capabilities allow for 
analysis workloads to be offloaded from HANA to Cloudera, including analysis across large 
volumes of multi-structured data, and provide opportunities to enhance HANA data with 
high value data discovered through exploration in Cloudera.
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Integration Details
Figure 2 below provides a high-level view of an integrated architecture that enables the 
above use cases.

The following provides an explanation of each layer in this architecture.

Data Sources
These are the various data sources that capture information related to an organization’s 
business. This includes structured data sources such as OLTP systems, operational data, 
ERP data, semi-structured data sources such as machine logs, sensor data, social data, etc.,  
or un-structured data such as documents or images.

Data Integration 
This is the layer that provides core data integration tasks such as data movement, ETL, 
data quality, etc. There are multiple options depending on use case, but tools used in this 
layer might be open-source components such as Sqoop, Flume, or Kafka. It’s also common 
to use commercial tools such as Informatica for these tasks, particularly for more complex 
data tasks such as importing SAP ERP data into Cloudera. We’ll discuss scenarios involving 
these different tools in more detail.

SAP HANA
These are the core HANA database and application services, including the HANA in-memory 
database and integration services such as Smart Data Access. We’ll discuss the integration 
via SDA in more detail below.

Cloudera Enterprise
This is Cloudera Enterprise providing core storage and processing for the integrated 
architecture. We’ll discuss in more detail how components in Cloudera Enterprise architecture 
are leveraged for different use cases.
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Figure 2: Cloudera and SAP HANA integration
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HANA and Cloudera Integration
As discussed previously, this integration is achieved via the SAP Smart Data Access (SDA) 
layer. SDA is a data virtualization feature that allows data from external data sources such 
as Hadoop, an RDBMS, SAP BW, etc. to be accessed remotely and combined with HANA data 
for analysis. SDA relies on the ODBC standard to provide the underlying integration with 
data sources, including Cloudera.

SDA interfaces with either Hive or Impala, both of which are components that provide SQL 
access to data in Cloudera. For most applications Impala will be the preferred interface due  
to its much higher performance, but there are cases where Hive will provide benefits. We’ll 
discuss in more detail these decision points below.

Uses Cases/Reference Architectures
To provide more detail on how the integration architecture shown in Figure 2 (Cloudera and 
SAP HANA integration) can be applied to the use cases we’ve discussed above, let’s discuss 
some specific examples of how solution architectures can be built with a combined architecture. 
We’ll start with one of the most common uses of Cloudera Enterprise in an integrated 
architecture, which is ETL offload.

ETL
We’ve discussed the advantages of using Cloudera Enterprise to offload ETL workloads, so 
let’s look at what this might look like in practice. Figure 3 shows a high level view of the 
components involved in a typical ETL workflow. 

Once again on the left side we have our data sources. A data integration layer provides 
services such as data movement and processing – note that this data integration layer  
may be an external third-party tool such as Informatica, or it may be tools that are part  
of Cloudera Enterprise such as Sqoop and MapReduce.

Cloudera Enterprise acts as a staging area for raw data and transformations, and HANA is the 
target system where the transformed data is loaded. Once again, this loading phase may be 
implemented via a third-party DI tool, or a component of Cloudera Enterprise like Apache Sqoop.

To make this more concrete, let’s look at some common ETL workflows that leverage 
Cloudera Enterprise.

Data
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Clickstream

Data
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Operational

Data Stores
HANA
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INTEGRATING CLOUDERA  
AND SAP HANA

10

WHITE PAPER

Clickstream Analysis
We’ve discussed the common use case of combining transactional data with behavioral data. A 
good example of this might be joining order data with web browsing behavior; for example being 
able to execute queries that join a customer’s order history with products that they’ve viewed, but 
didn’t purchase. This analysis may be used to support things like providing recommendations to 
the customer, showing the customer their recently viewed items, etc. The web browsing data 
required to support this functionality won’t be captured in the company’s transactional data,  
but will be available in the clickstream data from the company website.

Making this clickstream data available for querying is often challenging however; the size of the 
captured clickstream logs can often cause challenges with a traditional data architecture, and the 
complex, semi-structured format of these logs can make modeling and processing difficult in a 
typical relational data store. Using Cloudera Enterprise to stage and process these logs provides 
distinct benefits by optimizing the processing of these logs and providing long term storage for the 
raw logs. This long term storage of the full-fidelity data contained in these logs means that they’re 
available for further processing when new use cases arise, or requirements change.

Figure 4 shows an example of what this clickstream workflow might look like:

The following walks through the steps in this workflow and relates them to our example 
reference architecture:

• Our data sources in this case are the web servers serving the company website. These 
servers are capturing the web logs containing the clickstream data.

• The next stage in the workflow is ingestion of these raw logs into Cloudera Enterprise for 
staging and long term storage. This ingestion is often done via components like Apache 
Flume or Apache Kafka, which are core components of Cloudera Enterprise. Note that this 
ingestion may also be done via other tools such as commercial third-party tools.

• Once in Cloudera Enterprise, the data is transformed per the requirements of the use 
case. In this example this would mean extracting out the specific records related to a 
user’s browsing history. This processing is often implemented using one of the many 
Cloudera Enterprise tools available to do parallel batch processing of data such as 
MapReduce, Spark, Hive, Pig, etc. It’s also common to use commercially available 
third-party data integration tools for this processing as well.

• This transformed data is then saved to a new location in Cloudera Enterprise.

• The transformed data is then exported to tables in HANA, in this example via Apache 
Sqoop, another core component in Cloudera Enterprise architecture. Once again this 
could be implemented via other tools such as commercial data integration tools.

Note that this same architecture and workflow can apply to processing of any type of multi-structured 
data such as other types of machine data, IoT data such as sensor data, etc.

Sqoop

MapReduce,
Spark, etc.Flume/Kafka

Transformed DataRaw Logs

HANA

HDFSHDFS
Web Servers

Figure 4



INTEGRATING CLOUDERA  
AND SAP HANA

11

WHITE PAPER

Transforming Operational Data Store Structures to the Data Warehouse
Another common ETL task is consuming data from transactional data stores such as online 
transactional processing systems or operational data stores and performing transformations  
for import into a data warehouse – for example into a star schema. Figure 5 shows how this 
workflow might fit into our integration architecture:

Once again we’ll walk through the stages in this workflow and relate them to our example 
reference architecture:

• On the left side again is our source data, in this case structured data from relational 
sources such as operational data stores. 

• Records are ingested into HDFS, in this example via a data integration (DI) tool such as 
Informatica, although Sqoop is a commonly used tool to import records from external 
databases into HDFS.

• Once again, staging and transformation of these input records is performed in Cloudera 
Enterprise to transform the relational records into a standard data warehouse structure. 
In this example we’re assuming our DI tool is used for this transformation stage, although 
this processing could also be implemented directly through MapReduce, Spark, etc.

• The transformed records are stored to a separate location in HDFS.

• Once transformed, these records are imported into the corresponding tables in the  
data warehouse hosted on HANA.

As noted previously, a major benefit is that Hadoop’s scalable and economical storage  
of data means we’re able to retain all of the raw and processed records. This means the 
original, full-fidelity data remains online and available for re-processing when new 
requirements arise.

Data Tiering/Offload
Another powerful and common application of Cloudera Enterprise in an integrated 
architecture is for data offload and data tiering. For example:

• Offloading historical records to Cloudera Enterprise. For example a retailer may want to 
keep order records from the current year in HANA, and move previous years records to 
Cloudera Enterprise. This allows the retailer to free up valuable HANA footprint for new 
“hot” data, while at the same time ensuring that all their data remains available for tasks 
like year-over-year analysis, etc.

• Migrating data from retired systems to Cloudera Enterprise. This allows an organization 
to reduce the costs and overhead of maintaining older systems, while still keeping data 
online and available for analysis.

Figure 6 shows a high-level view of components in this architecture.
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The following are examples of how the components in this architecture are utilized to 
enable the above use cases:

• Records are migrated from HANA to Cloudera Enterprise via a data integration tool. In 
some cases this may be an open-source component like Sqoop, but often this will be a 
commercial tool such as Informatica.

• Some SAP systems utilize complex data models. For these systems a commercial solution 
that’s certified and supports SAP such as Informatica is likely the best choice for migrating 
data to Cloudera Enterprise.

• Once the data is offloaded to Cloudera Enterprise, SAP Smart Data Access can be used to 
query this data in place. This facilitates executing queries that join data in HANA with 
data that’s been moved to Cloudera Enterprise, for example running a query across the 
current order data in HANA with previous years order data in Cloudera Enterprise.

Enhancing Analytics
In addition to the scenarios above where Cloudera Enterprise is used to offload data, the 
integrated architecture also provides powerful capabilities to enable analytics that would 
be difficult with isolated systems. For example, figure 7 describes an alternative architecture 
supporting the clickstream analysis described in the first ETL use case.

In this example, rather than using Cloudera Enterprise to perform transformations on the 
clickstream data before loading the prepared data to HANA, we simply keep the transformed 
records in Cloudera Enterprise. HANA Smart Data Access is then used to run queries that 
join the transactional data in HANA with the behavioral data in Cloudera Enterprise. This 
allows us to perform valuable analysis, while minimizing the resources required on the HANA 
side to manage potentially massive volumes of behavioral data.
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Analytics Offload
Another extremely valuable function of Cloudera Enterprise in an integrated architecture is 
providing a platform for offloading analytics from HANA. In this scenario, data is migrated 
from HANA and analyzed in Cloudera Enterprise. This means users can perform exploratory 
analysis in Cloudera Enterprise for data of unknown value while freeing up resources in 
HANA for more well understood business critical workloads.

Analysts can take advantage of the powerful tools available in Cloudera Enterprise. This 
includes batch processing frameworks like MapReduce, Impala, Hive, and Pig, which 
provide powerful and efficient parallel processing of massive volumes of data, as well  
as interactive querying via Apache Impala. Cloudera Enterprise also provides powerful  
tools for performing machine learning, predictive analytics, etc.

Since Cloudera Enterprise provides an ideal platform for storing all your data, it provides a 
platform for analyzing data that is not traditionally available in HANA. This allows unlocking 
insight that was previously unavailable, and in many cases can discover valuable data that 
should be imported into HANA

In addition to the broad range of tools available in Cloudera Enterprise for data processing 
and analysis, Cloudera also partners with most of the enterprise tool vendors, which means 
that most standard business intelligence and analytics tools can be used with data both in 
HANA and Cloudera.

Best Practices/Recommendations
The following are some recommendations and guidelines for using HANA and Cloudera. 
These are intended to be general guidelines, and won’t apply to every environment. As 
always, the number one recommendation is to perform testing with your data and environment  
to determine an optimal architecture, both the physical and data architecture, for your  
use cases.

Leverage Impala in Place of Hive for Optimal Performance
As we’ve noted in this paper, Impala is the preferred query interface when using HANA  
and SDA. This is because Impala provides a much more efficient and scalable query engine. 
Since Impala shares a metadata store with Hive, most objects created via Hive are also 
available in Impala, which greatly facilitates the ability to query data stored in Cloudera.

The exception to this would be cases where Hive features are used that are not supported 
by Impala. This might include the use of custom SerDes (Serializer/Deserializer) – a SerDe 
is essentially a component that allows Hive and Impala to read and write data to Hadoop. 
There are Hive use cases that might require the implementation of a custom SerDe. Since 
Impala doesn’t yet support custom SerDes, supporting these use cases would either require 
re-implementing to work with Impala, or continue to use Hive. Another example would be use 
cases that utilize XML or JSON functions, which are also not currently supported by Impala.

Note that these exceptions will likely be rare, and in some cases can be mitigated by 
re-implementing data structures to work with Impala. For most new applications, it’s  
greatly recommended to structure the data to ensure it’s queryable via Impala.

Minimize Data Movement
In general, the greatest bottleneck for any data application is I/O, particularly network I/O, 
so reducing the amount of data that needs to move across the network is critical. Some 
general guidelines for achieving this include:

• Analyzing data in Cloudera Enterprise, where appropriate, will reduce the load on HANA 
and eliminate the need for data movement. Note that most popular business intelligence 
and analytics tools that work with HANA will also work with Cloudera.
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• If it’s necessary to join data in HANA with data in Cloudera, where possible ensure that 
the data in Cloudera is preprocessed to reduce the data size. For example it may be 
possible to pre-aggregate data in Cloudera.

• When appropriate, move records into HANA. The fastest performance for HANA queries 
will be achieved when all records are stored in HANA itself. It’s possible to import Cloudera 
tables into HANA objects to achieve this, but obviously places a greater storage burden 
on HANA which needs to be considered before going down this route.

Use Query Optimizations
The following detail some guidelines for optimizing query execution across HANA and Cloudera:

• Take advantage of optimized Impala storage formats: Impala provides support for data 
and file formats that provide pronounced improvements in query performance. Leveraging 
these formats provide benefits when querying data directly in Impala, as well as from 
external systems such as HANA. Foremost among these formats is Apache Parquet, 
which provides an efficient, compact columnar format for data stored in Cloudera. 
Additionally, using a supported compression format for data can greatly improve the 
performance of Impala queries. Refer to the Impala documentation for more details,  
as well as other Impala optimization recommendations.

• HANA remote cache functionality: Note that HANA provides the ability to cache the 
results of queries in order to speed-up subsequent query execution. This functionality 
was originally targeted at optimizing Hive queries, and based on our testing does not 
provide a significant advantage when executing queries via Impala. If using Impala as 
recommended, it’s best to test queries with and without the caching functionality to 
determine whether it provides any benefits.

Conclusion
We’ve shown in this paper how an architecture integrating SAP HANA with the unique 
capabilities provided by Cloudera Enterprise provides significant benefits, including:

• Reducing the cost of storing and processing large volumes and variety of data.

• Enabling new analytics on data that would be prohibitive with isolated systems.

• Optimizing data processing such as ETL.

• Optimizing HANA by offloading resource intensive tasks to Cloudera Enterprise.

Leveraging HANA and the EDH as an integrated architecture is a powerful solution for  
a broad range of applications across industries.

Cloudera and SAP are working closely to enhance integration across our respective product 
stacks. As such, we expect to see rapid advancements in our capabilities. Stay tuned for more.

http://www.cloudera.com

